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Abstract: Priority queues are essential data structures found in numerous applications such as discrete event 
simulations, where a priority queue plays the paramount role of managing the pending event set. This paper 
describes an efficient, robust and stable priority queue structure based on the newly proposed MList. This new 
structure known as the Dynamic Cost-based MList incorporates a novel cost-based heuristic with tree-like node 
pointers in its first tier to offer an expected O(1) performance in almost every scenario and has an amortized time 
complexity of O(log(n)). This new structure is also empirically shown to have comparable or better performance 
than the MList in all scenarios. 
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1. INTRODUCTION 

The pending event set (PES) is defined as the set of 
all events generated during a discrete event 
simulation (DES) that have not been simulated or 
evaluated yet. It is of paramount importance to the 
performance of a simulator as 40% of the 
computational effort in a simulation may be devoted 
to the management of the PES alone [Comfort, 
1984]. Of this 40%, as much as 98% may be devoted 
to the two basic PES operations, enqueue and 
dequeue. 
 
The Calendar Queue (CQ) [Brown, 1988] is a 
popular PES structure employed in simulators such 
as GTW [Das et al., 1994], CSIM18 [Schwetman, 
1996] and Network Simulation v2 [Fall and 
Varadhan, 2002]. Its popularity is attributed to its 
expected O(1) average complexity, whereby 
expected is meant that the CQ is not theoretically 
proven to be O(1) but rather frequently displays 
O(1) behavior in numerous application scenarios. 
There is still ongoing research to find a more 
suitable PES candidate since the complexity of the 
CQ can be as poor as O(n), depending on the events 
distribution. The CQ has been shown to falter for 
skewed distributions such as the Camel and Change 
distributions [Goh and Thng, 2003], as well as when 
the queue size in the PES structure fluctuates by a 
factor of two frequently [Rönngren and Ayani, 
1997]. There have been several variants of the CQ 
but their heuristics do not always ensure that they 
are better structures than the better known and 
widely-used CQ [Goh and Thng, 2003]. For 
instance, the Dynamic Calendar Queue (DCQ) [Oh 
and Ahn, 1998] performs six times faster than the 
CQ under the Classic Hold model for the Change 

distribution but is also poorer by six times under the 
Up/Down model. 
 
Recently, a novel PES structure coined as MList has 
been proposed. It has been shown that the MList 
outperforms the CQ and its variants in all scenarios 
[Goh and Thng, 2003]. In particular, the MList is on 
the average, six times and three times faster than the 
CQ and the DCQ respectively. The theoretical 
performance has been justified to be expected O(1) 
for many scenarios. However, the theoretical 
complexity of MList is still O(n), i.e. no better than 
the CQ. 
 
In this paper, we introduce a significantly more 
robust and stable structure we coin as the Dynamic 
Cost-based MList (DynamicList) which improves 
the amortized complexity to O(log(n)) while as the 
same time keeping its expected O(1) characteristic in 
many scenarios. The DynamicList structure is based 
on the design of MList which has a multi-tier 
structure with deferred sorting methodology. 
 
The rest of this article is organized as follow: 
Section 2 describes the DynamicList’s algorithm; 
Section 3, on the measurement methods and 
benchmarking used in the experiments; Section 4, 
the experimental results; finally in Section 5, the 
conclusion. 
 
2. DYNAMIC COST-BASED MLIST 
(DYNAMICLIST) 

2.1. The DynamicList Structure 
The main building blocks of DynamicList (Figure 1) 
are: 
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Figure 1: The DynamicList structure 

 
1st Tier (T1).  T1 is a sorted linked list. This is the 
primary tier of DynamicList in which events with 
the minimum timestamps are sorted and stored. To 
improve the time complexity of this structure, T1 is 
made dynamic. An enqueue cost heuristic is added 
in which there are two cost thresholds, soft and hard. 
The hard threshold monitors the cumulative value of 
the number of enqueues which have breached the 
soft threshold. When the hard threshold is breached, 
T1 undergoes a conversion phase in which 
additional node pointers are inserted. This will be 
described in more detail in subsequent sections. 
 
2nd Tier (T2).  T2 is a partially-sorted multi-list 
structure. T2 stores events similar to the CQ’s 
principle in which events are bucket-sorted. 
However, within each bucket which houses a linked 
list, the events are not sorted. And unlike the CQs 
which use a circular-year calendar concept in which 
the far future events are enqueued within the same 
bucket, DynamicList employs a 3rd tier to contain 
those far future events. Hence T2 can be regarded as 
strictly a one-year desk calendar.  
 
3rd Tier (T3).  T3 is an unsorted linked list. Acting as 
an overflow list to contain far future events, T3 
buffers events that do not affect T1 and T2. This 
reduces the number of events in both T1 and T2. 
 
2.2. The DynamicList Set of Variables 
The DynamicList keeps a set of variables to function 
and they are defined as follows: 
 
SOFT_THRES: A specified minimum (threshold) 
number of events being traversed before the event to 
be enqueued is inserted in the correct position. If 
T1_Ce exceeds SOFT_THRES, T1_exceedcnt is 
incremented. 
HARD_THRES: A specified number of enqueues in 
a SLOTSIZE that have breached the soft threshold. 
If T1_exceedcnt exceeds HARD_THRES, T1 
undergoes a conversion phase to insert additional 
node pointers in T1. 
MINQSIZE: A specified minimum number of events 
in T1 for the cost heuristic to be exercised. 
GRPSIZE: When the number of events or node 
pointers exceeds SIZEMAX, the node managing 

them will split the events or nodes into groups of 
this specified size (or number). 
SIZEMAX: A specified maximum (threshold) 
number of events or node pointers before a node 
pointer starts to undergo the split function to have 
additional pointers to manage those events/pointers. 
SLOTSIZE: A specified number of enqueue 
operations. 
T1_Ce: Cost of an enqueue which refers to the 
number of events traversed in a linear search per 
enqueue operation. 
T1_enqcnt: Number of enqueues taken into account 
in a SLOTSIZE. 
T1_exceedcnt: Number of enqueues which exceeds 
the threshold. 
T1_flag: 0 if T1 is a simple linked list; 1 if T1 has 
additional node pointers. 
T1_num: Number of events in T1. 
T1.list: A singly sorted linked list of events. 
T1.vhead: The first node pointer to check during an 
enqueue into T1. 
T1.vtail: The node pointer that always points to the 
first event in T1.list. It gets updated after every 
dequeue operation. 
T2_bw: Bucketwidth of T2. 
T2_cur: Minimum timestamp of events that can be 
enqueued in T2. This is updated when T2 transfers a 
bucket of events to T1. 
T2_idx: Bucket-index of T2 when events are 
transferred from T2 to T1. 
T2_num: Number of events in T2. 
T2_start: Set equal to T3_min whenever events are 
being transferred from T3 to T2. It is used to 
calculate the correct bucket-index when an event is 
enqueued in T2. 
T3_cur: Minimum timestamp of an event that can be 
enqueued in T3. This value will be set equal to 
T3_max at each transfer of events from T3 to T2. 
T3_max: Maximum timestamp in T3. 
T3_min: Minimum timestamp in T3. 
T3_num: Number of events in T3. 
 
Each node pointer in T1 has several attributes: 
 
Min: Minimum timestamp of the events or pointers 
that a node pointer is managing. 
Max: Minimum timestamp of the events or pointers 
that a node pointer is managing. 
Num: Number of events or node pointers that a node 
pointer is managing. 
Evt: The first event that a last vertical node pointer is 
managing. 
Next: The next node pointer within the same vertical. 
Prevptr: Links to the left node pointer on the left 
vertical of this node. 
Nextptr: Links to the right node pointer on the right 
vertical of this node. 
 
The pseudo-codes for the following operations and 
functions discussed are given in the Appendix. 
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2.3. Dequeue Operation 
At the onset, all enqueued events are placed in T3 in 
a FIFO manner without time-order thus leaving T1 
and T2 empty. On the first dequeue, all the events in 
T3 are transferred to T2 where the events are 
inserted in their respective buckets. The two 
important T2 structure parameters, bucketwidth and 
number of buckets, are made dependent on the 
events which are being transferred from T3 to T2. 
This dynamic setting of parameters ensures that the 
structure of T2 is established based on the most 
recent events and not affected by events which have 
been dequeued. These parameters are set according 
to the equations given below: 
 

Bucketwidth = T2_bw = 
T3_max T3_min

T3_num

−
 (1) 

 
Number of buckets = BuckNum = T3_num + 1 (2) 

 
Therefore the length of one year in T2 = T2_bw * 
BuckNum. Other variables in T2 are also updated: 
T2_idx = 0 and T2_cur = T2_start = T3_min.  
 
Thereafter the events in the first non-empty bucket 
of T2 (i.e. T2_idx = 0) are stably sorted and 
transferred to T1. T2_idx is then incremented to 
T2_idx = 1 and T2_cur is set according to: 
 

T2_cur = T2_start + T2_idx * T2_bw  (3) 
 
Thus the highest priority (minimum timestamp) 
event would be the first event in T1. On each 
dequeue operation, the highest priority event would 
be removed from T1 and then processed. If T1_flag 
is 0, it implies that T1 is a singly linked list and thus 
the first event is simply dequeued from T1.list. If 
T1_flag is 1, after the first event is dequeued from 
T1.list, T1.vtail->evt is set = T1.list and T1.vtail-
>num is decremented. If T1.vtail->num is 0 and its 
previous pointer (prevptr) is not T1.vhead, the node 
T1.vtail is then deleted and T1.vtail->next is now set 
as T1.vtail. Essentially, if a node’s num is 0, it is 
deleted provided there are at least two nodes to 
represent T1.vhead and T1.vtail. 
 
When T1 is empty, the events in the subsequent non-
empty bucket in T2 are transferred to T1 with the 
T1_flag reset to 0. And again after T1 is empty, 
events in T2 would be transferred to T1 bucket-by-
bucket till all the buckets are empty. After which, 
this cycle is repeated with T3 treating the next 
dequeue operation to be alike the first dequeue as 
mentioned.  
 
2.4 Enqueue Operation 
For each enqueue operation, DynamicList checks if 
the event’s timestamp is greater than T3_cur. If so, 

the event is simply placed at the end of the linked 
list in T3. If the event is not inserted in T3, 
DynamicList then checks if the event timestamp is 
greater than T2_cur. If so, the event is enqueued in 
T2. On enqueuing in T2, the bucket-index of the 
bucket where this event is to be inserted in T2 is: 
 

Bucket-Index = 
timestamp T2_start

T2_bw

− 
  

, (4) 

 
and the event is appended to the tail of the sub-list in 
that bucket with this bucket-index. Else if the event 
is not enqueued in T2 or T3, that event will be 
enqueued in T1. The enqueue of an event in T1 is a 
more elaborate process as compared to the MList 
[Goh and Thng, 2003], so as to develop a 
significantly more robust priority queue. There are 
two main sections of code in T1: to insert into a 
singly linked list T1 and to insert in T1 where there 
are additional node pointers besides the original 
linked list. For convenience, I have renamed these 
sections as functions Insert_T1( ) and 
Insert_T1_Dyn( ) respectively and they are next 
described in detail. 
 
2.4.1 The Insert_T1( ) function 
During an enqueue into T1, when T1_flag is 0, the 
event undergoes this function. It is inserted into 
T1.list via a linear insertion where it has to traverse 
other events in the T1.list. The T1_Ce is updated as 
the number of events traversed and T1_num is 
incremented. If T1_num exceeds MINQSIZE, the 
cost heuristic is exercised and T1_enqcnt is 
incremented. If T1_Ce is more than the soft 
threshold (SOFT_THRES) where: 
 

SOFT_THRES = 2 * LOG2(T1_num),  (5) 
 

T1_exceedcnt is incremented. And if T1_exceedcnt 
exceeds HARD_THRES where: 
 

HARD_THRES = 2Log (SLOTSIZE)   , (6) 
 

then additional node pointers are put in place to keep 
future enqueues bounded via the splitvptr( ) 
function. At the end of each SLOTSIZE, T1_enqcnt 
and T1_exceedcnt are reset to 0. Note that LOG2( ) 
is an approximation which is about thirty times 
faster than running a normal Log function. The C 
code is given in the Appendix. 
 
The reasons for choosing the two cost thresholds 
are: firstly, the additional nodes should be added to 
the T1.list only if they offer better performance. 
From Figures 2 and 3, we demonstrate that after 
adding the nodes, T1 offers O(log(n)) amortized 
complexity due to its tree-like structure whereas a 
singly linked list is O(n). Hence, if many enqueues 
into T1.list require more than O(log(T1_num)) so 
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that HARD_THRES is breached, T1 should be 
dynamically converted to bound its complexity. 
Secondly, the reason for choosing twice 
LOG2(T1_num) instead of just LOG2(T1_num) for 
the SOFT_THRES is because LOG2( ) is afterall a 

Log-2 approximation   . Thus to remove any slight 
fluctuations to increment T1_exceedcnt or an 
inaccurate approximation, we set the threshold at 
twice LOG2( ). Furthermore, it should be noted 
that once T1 is transformed to contain node pointers, 
it does not revert back to a singly linked list until T1 
is empty and the next non-empty bucket in T2 
transfers events into T1. This also explains why we 
have ensured a slightly higher soft threshold. 
 
2.4.2 The Insert_T1_Dyn( ) function 
If T1_flag is 1, an enqueue into T1 will undergo this 
function. This function first checks if T1.list is 
empty or if the event timestamp (TS) is less than 
T1.list->timestamp. If so, the event has to be 
inserted at the top of T1.list. T1.vtail->num is 
incremented and if it is greater than SIZEMAX, 
splitvptr(T1.vtail,T1.list) is called to insert 
additional pointers to manage the events. 
 
If the event is not inserted at the top of T1.list, it 
starts checking from curptr (= T1.vhead->nextptr). If 
the TS is less than curptr->max, curptr is then set as 
curptr->nextptr, which is the pointer in the next 
vertical. If the TS is equal or more than curptr->max, 
curptr now becomes curptr->next, which is the next 
pointer in the same vertical. This process carries on 
till a curptr->nextptr is NULL which means it is the 
last vertical just before the list of events. The linear 
search then starts from curptr->evt and the new 
event is enqueued in the correct position. After 
enqueue, the curptr->num is incremented and if it is 
greater than SIZEMAX, splitvptr(curptr,curptr->evt) 
is executed. Note that the nodepointer->max is set as 
1.0e308 for all the last nodes of each vertical, 
including T1.vhead. This value is always set as the 
maximum range of timestamps allowed in the 
priority queue, which in this case is ~ maximum for 
the double data type.  
 
2.4.3 Example of enqueue operations in T1 
Figure 2 shows an example of a scenario in T1 
which has seven node pointers and eight events. Let 
Ni,j be a node pointer where i is the position of the 
pointer in the jth vertical. For example, N4,3 is the 4th 
node pointer in the 3rd vertical. Let Et be an event 
where t represents its timestamp. Thus from Figure 
2, we can derive the attributes of the node pointers 
and they are given in Table 1. Subsequently, four 
more events are to be enqueued and their timestamps 
are 4.2, 4.5, 4.6 and 4.8.  
 
We shall consider the process of enqueuing event 
E4.2. We start from T1.vhead, which is N1,1. Since 
E4.2 is less than N1,1->max (= 1.0e308), the search 

advances to N1,1->nextptr (= N1,2). Since E4.2 is less 
than N1,2->max (= 5), it advances to N1,2->nextptr (= 
N1,3). Since E4.2 is more than N1,3->max (= 3), it 
advances to N1,3->next (= N2,3). Since E4.2 is less 
than N2,3->max (= 5) and N2,3->nextptr is NULL, it 
starts the linear search from the event N2,3->evt (= 
E3). And E4.2 is enqueued below E4. In summary, 
the search process is as follows: 

E4.2 < N1,1->max (= 1.0e308): N1,1 à N1,2 
E4.2 < N1,2->max (= 5): N1,2 à N1,3 
E4.2 > N1,3->max(= 3): N1,3 à N2,3 
E4.2 < N2,3->max and N2,3->nextptr is NULL: 

linear search starting from N2,3->evt. 
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Figure 2: T1 with additional node pointers. 

 
Table 1: Attributes of the node pointers in figure 2. 

Node Min Max Num Next Nextptr 
N1,1 

(T1.vhead) 
1 1.0e308 2 NULL N1,2 

N1,2 1 5 2 N2,2 N1,3 
N2,2 5 1.0e308 2 NULL N3,3 
N1,3 

(T1.vtail) 
1 3 2 N2,3 NULL 

N2,3 3 5 2 N3,3 NULL 
N3,3 5 7 2 N4,3 NULL 
N4,3 7 1.0e308 2 NULL NULL 

 
Table 2: Attributes of the node pointers in figure 3. 

Node Min Max Num Next Nextptr 
N1,1 

(T1.vhead) 
1 1.0e308 3 NULL N1,2 

N1,2 1 4.2 2 N2,2 N1,3 
N2,2 4.2 5 2 N3,2 N3,3 
N3,2 5 1.0e308 2 NULL N5,3 
N1,3 

(T1.vtail) 
1 3 2 N2,3 NULL 

N2,3 3 4.2 2 N3,3 NULL 
N3,3 4.2 4.6 2 N4,3 NULL 
N4,3 4.6 5 2 N5,3 NULL 
N5,3 5 7 2 N6,3 NULL 
N6,3 7 1.0e308 2 NULL NULL 
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For illustration purpose, we let SIZEMAX = 4 and 
GRPSIZE = 2. Thus after the enqueues of E4.2 and 
E4.5, N2,3->num becomes 4, which is greater or 
equal than SIZEMAX. Thus a new node is added 
where N2,3 and N3,3 each manages GRPSIZE (= 2) 
events. After the enqueues of E4.6 and E4.8, another 
new node is added. These enqueues led to N1,2->num 
= 4 and thus a new node is added. T1 then becomes 
that as shown in Figure 3 and the attributes of the 
node pointers are given in Table 2. 
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Figure 3: T1 after additional node pointers. 

 
2.5 Time Complexity Analysis of DynamicList 
This performance analysis is based on the amortized 
time complexity analysis [Tarjan, 1985]. Assume 
some events are enqueued into an empty 
DynamicList. Initially all the events would be 
enqueued into T3. This enqueue of events into T3 is 
O(1) since T3 is an unsorted linked list and the 
events are simply inserted at the end of the linked 
list. On the first dequeue, all the events from T3 
would be bucket-sorted into T2, where T2 is made 
up of buckets with an equal time-interval 
(bucketwidth). Events would be distributed in T2 
according to the event distribution. For instance, for 
a uniform distribution, each bucket would 
approximately hold one event. If there is only one 
event in a T2 bucket, the event would be dequeued 
immediately, bypassing T1. If however there are 
more than one event in T2, the events would be 
sorted and transferred to T1. Since the overhead of 
sorting and transferring of small number of events is 
small when amortized over all dequeues, it can be 
concluded that the dequeue operations in 
DynamicList can be approximated to be O(1). 

 
Suppose during these dequeue operations, more 
events are enqueued into DynamicList, they would 
be expected to fall into the three tiers of 
DynamicList with higher probability into T2 and T3. 
This is because the time-interval of T1 is equivalent 
to just one bucket in T2. Enqueuing of events into 
T2 or T3 gives O(1) complexity since T2 and T3 are 
made of unsorted linked lists and that the events are 
inserted at the end of the linked lists. Enqueuing of 
events into T1 without node pointers is O(n) 
complexity since T1 is a sorted linked list and thus 
each event requires a sequential search for the 
correct position. However, with the implementation 
of the cost-based mechanism as discussed and 
illustrated earlier, T1 can be transformed into two 
sub-structures: a set of tree-like node pointers and 
the original sorted linked list. The tree-like structure 
ensures that each subsequent enqueue into T1 is of 
O(log(n)) complexity. Table 3 summarizes the 
theoretical performance of DynamicList. 
 
Table 3: Amortized time complexity of DynamicList 
structure 
 T1 T2 T3 
Enqueue O(log(n)) O(1) O(1) 
Dequeue O(1) - - 
 
3. PERFORMANCE MEASUREMENT 
TECHNIQUES 

The performance of priority queues are often 
measured by the average access time of enqueue and 
dequeue operations under different load conditions. 
The parameters to be varied for each priority queue 
performance benchmark are: the access pattern, the 
priority increment distribution and the queue size.  
 
The queue size is defined as the total number of 
events in a priority queue. For the case of MList and 
DynamicList, the queue size refers to the sum of the 
number of events in T1, T2 and T3. The access 
pattern models used are the Classic Hold [Jones, 
1986] and Up/Down [Rönngren et al., 1993]. They 
emulate the steady-state and the transient phases of a 
typical simulation respectively. The priority 
increment distributions, often used for the 
benchmarking of priority queue structures, are found 
in Table 4, where rand( ) returns a random number 
[Park and Miller, 1988] in the interval [0,1]. The 
Camel(x,y) distribution [Rönngren et al., 1993] 
represents a 2-hump heavily skewed distribution 
with a y proportion of its mass concentrated in the 
two humps and the duration of the two humps is x 
proportion of the total interval. In addition to the 
eight distributions as described in Table 4, the 
Change(A,B,X) distribution [Rönngren et al., 1993] 
was also used to test the sensitivity of the CQ when 
exposed to drastic changes in priority increment 
distribution. The compound distribution 
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Change(A,B,X) interleaves two different priority 
increment distributions A and B together. Initially, x 
priority increments are drawn from A followed by 
another X priority increments drawn from B and so 
on. Change distributions can be used to model 
simulations where the priority increment 
distributions vary significantly over different time 
periods, for example battlefield simulations. The 
Change distribution we used is Change(exp(1), 
triangular(90000,100000), 2000). All the parameters 
associated with the distributions are similar to those 
used in [Rönngren et al., 1997].  
 

Table 4: Priority increment distributions 

Distribution Expression to compute random 
number 

Rectangle(0,2) 2*rand() 
Triangular(0,1.5) 1.5*sqrt(rand()) 
NegativeTriangular 
(0,1000) 1000*(1-sqrt(1-rand())) 

Bimodal 9.95238*rand() + if rand() < 
0.1 then 9.5238 else 0 

Exponential(1) if (x = rand()) == 0 then 
infinity else –ln(rand()) 

ExponentialMix 
if (rand()<0.9) then 
Exponential(1) else 
Exponential(100) 

Camel(0.001,0.999) 
  See [Rönngren et al., 1993] 

Change(exp(1), 
triangular(90000, 
100000), 2000). 

See [Rönngren et al., 1993] 

 
The experiments were carried out sequentially on a 
dual-processor AMD Athlon MP 1.2GHz server 
with 1GB shared RAM. The code used for the Splay 
Tree [Sleator and Tarjan, 1985] was based on the 
Pascal code used by [Jones, 1986]. CQ and DCQ 
were based on the codes supplied by Brown [1988] 
and Oh and Ahn [1998] respectively. Two empirical 
tests were conducted to verify that no items in the 
priority queues were gained or lost and that 
successive dequeue operations removed events in 
stable time-order. 
 
The experiments were performed with the required 
memory for each priority queue being pre-allocated. 
This was to eliminate the underlying memory 
management system which might affect the results. 
This is a good practice in discrete event simulators 
as it prevents memory fragmentation when creating 
new events and deleting the serviced events. This 
method of pre-allocating memory would also 
enhance the performance of the simulators. The 
method of pre-allocation could be made dynamic by 
an initial pre-allocation and subsequently, an 
allocation of memory on demand methodology 
could be employed. All code was written in the C 
programming language with all recursive procedure 
calls and the like being eliminated. Loop overhead 
time and the time taken for random numbers 
generated were removed by factoring out the time 
required for running a dummy loop. 

 
4. EXPERIMENTAL RESULTS  

Compared to the experimental results in MList [Goh 
and Thng, 2003], we have now provided a more 
extensive set of empirical evidence to demonstrate 
the robustness and efficiency of DynamicList. Note 
that throughout all the experiments, we have fixed 
the following four DynamicList’s parameters: 
GRPSIZE = 2, SIZEMAX = 8, MINQSIZE =10 and 
SLOTSIZE = 10. Other experiments reveal that the 
variations of these parameters do not affect the 
performance of the DynamicList by a great deal. 
 
Figures 4 and 5 show the performance of the priority 
queues for the Classic Hold and Up/Down 
experiments respectively under eight different 
priority increment distributions. Note that the “knee” 
effect can be seen after about 6,000 events, where a 
knee is defined as a sudden rise in access time 
characteristic. This knee effect is due to declining 
cache performance and it has also been reported in 
[Rönngren and Ayani, 1997] where SUN and Intel 
architectures were used. As such it is impossible to 
view a true display of O(1) performance for the 
CQs, MList and DynamicList as long as the 
benchmark is done on a cache-enabled hardware. 
Nevertheless, we have included the Splay Tree 
which has a well-known O(log(n)) characteristic as 
an essential comparison for the O(1) priority queues. 
 
It is very obvious from the figures that the 
DynamicList which incorporates the new enqueue 
cost heuristic performs equally well as compared to 
the MList. MList and DynamicList have almost 
identical performance graphs except for the Classic 
Hold and ExponentialMix experiment in which 
MList falters to near O(n) complexity while 
DynamicList continues to perform as efficiently as 
the CQs. The reason for MList’s lackluster 
accomplishment is due to its T1. As such if there are 
excessive enqueues occurring in T1, the overall 
performance of MList will be greatly affected. 
However, for the DynamicList, there is an additional 
enqueue cost heuristic integrated into T1 that inserts 
a tree-like structure of node pointers that point to the 
events in T1.list. This ensures that after the hard cost 
threshold is breached, T1 undergoes a conversion 
phase such that each subsequent enqueue into T1 is 
O(log(n)) for the worst-case. 
 
Figure 6 depicts the generality and insensitivity of 
DynamicList for queue sizes ranging from 100 to 1 
million events and for two access pattern models 
under eight widely different priority increment 
distributions. 
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 Figure 4: Performance for Classic Hold experiments 
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 Figure 5: Performance for Up/Down experiments 
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Figure 6: Generality and insensitivity of 

DynamicList 
 
5. CONCLUSION  

The choice of an efficient priority queue structure 
plays an integral role in numerous applications 
especially for sizeable application scenarios such as 
large-scale discrete event simulations where the 
pending event set is managed by an efficient priority 
queue structure. This paper describes in detail the 
DynamicList which is a more robust priority queue 
structure than the MList, the current fastest expected 
O(1) priority queue. The most significant difference 
between the DynamicList, MList and the Calendar 
Queues is that the DynamicList with an integrated 
cost-based heuristic has an amortized complexity of 
O(log(n)) as compared to O(n) for the other priority 
queue structures. Furthermore, the stable, robust and 
efficient near O(1) characteristic for all priority 
increment distributions for the Classic Hold and 
Up/Down experiments and for queue sizes ranging 
from 10 to 1 million events, demonstrate that 
DynamicList is the superior pending event set 
structure for small to large-scale discrete event 
simulations. 
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APPENDIX  
 
Pseudo-code of DynamicList 
 
void enqueue(double TS) { //TS=timestamp 

if(TS>=T3_cur){//into T3 
Insert into tail of T3; 
T3_num++; 
return; 

} else if(TS>=T2_cur){//into T2 
bucket_idx=(TS-T2_start)/T2_bw; 
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insert into tail of bucket_idx of T2; 
++T2[bucket_idx].count; 
return; 

} else{//into T1 
if(T1_flag==0){ 

Insert_T1(); 
} else{ 

Insert_T1_Dyn(); 
} } } 
 
struct event *dequeue() { 

if(T1_num>0){ //T1 is not empty 
/*Dequeue from T1*/ 

if(T1_flag==0){ //T1 = linked list 
 return 1st event from T1.list;  
} else {//T1_Dyn = Ptrs + linked list 

evt = 1st event from T1.list; 
--T1.vtail->num; 
T1.vtail->evt=T1.list; 
if(T1.vtail->num>0||T1.vtail->next==NULL) 

return evt; 
else{ 

Remove vptrs which num is 0; 
/*Ensure that T1.vhead and T1.vtail are not 
removed even if empty*/ 
return evt; 

} } } 
 
Check_T2: 

if(T2_num>0){ 
/*Transfer from T2 to T1 and dequeue from T1*/ 

T2_idx=1st non-empty bucket; 
T2_cur=T2_start+T2_idx*T2_bw; 
Sort and transfer T2[T2_idx] events to T1; 
T1_flag=T1_Ce=T1_enqcnt=T1_cnt=0;/*reset T1 to use 
linked list*/ 
return 1st event from T1.list;  

} 
 

if(T3_num>0){ 
/*Transfer from T3 to T2 and go to Check_T2*/ 

T2_bw=(T3_max-T3_min)/T3_num; 
T2_start=T2_cur=T3_min; 
T3_cur=T3_max;T2_idx=0;T2_num=T3_num; 
Transfer all events from T3 into T2; 
Go to Check_T2; 

} } 
 
void Insert_T1(){ 

Insert into T1.list; 
T1_Ce is updated; 
T1_num++; 
if(T1_num>MINQSIZE){ 

T1_enqcnt++; 
if(T1_Ce>SOFT_THRES){/*SOFT_THRES=2*LOG2(
T1_num)*/ 

T1_exceedcnt++; 
if(T1_exceedcnt>HARD_THRES){/*HARD_THRE
S=ceil(Log2(SLOTSIZE))*/ 
/*T1 is converted to T1_Dyn*/ 

T1_flag=1; 
T1_enqcnt=T1_exceedcnt=0; 
T1.vtail->num=T1_num; 
splitvptr(T1.vtail,T1.list); 
return; 

} } 
if(T1_enqcnt==SLOTSIZE) 
 T1_enqcnt=T1_exceedcnt =0; 

} } 
 
void Insert_T1_Dyn(){ 

if(T1==NULL||TS<T1.list->timestamp){ 
insert at T1.vtail; 
++T1.vtail->num; 
T1.vtail->min=TS; 
if(T1.vtail->num>SIZEMAX) 

/*Need to add additional pointers*/ 
 splitvptr(T1.vtail,T1.list); 
return; 

} 
pvptr=T1.vhead; 
curptr=T1.vhead->nextptr; 
while(curptr->nextptr!=NULL){ 

for(i=0;(TS>=curptr->max)&&(curptr-
>next!=NULL);curptr=curptr->next); 
pvptr=curptr; 
curptr=curptr->nextptr; 

} 
/*curptr now gives the position of the vertical ptr 
corresponding to the sorted list, which is the last vertical 
stage before sorted event T1.list*/ 
++curptr->num; 
Insert event into T1.list; 
if(curptr->num>=SIZEMAX) 

/*Need to have additional pointers*/ 
 splitvptr(curptr,curptr->evt); 

} 
 
void splitvptr(struct vertptr *curptr,struct event *evt){ 
/*Assign curptr node vertical pointer to point to event evt in 
T1.list*/ 

pvptr=curptr->prevptr;/*get previous ptr of curptr*/ 
/*Consider the last vertical of pointers which points to the 
events*/ 
From curptr->num, calculate number of ptrs (ptr_num) to 
add; 
For each ptr{ 
/*Split the events to be managed by individual ptr*/ 

ptr->min=evt->timestamp; 
Assign at most GRPSIZE number of events; 
/*evt is now the last event to be managed by vptr*/ 
if(evt->next!=NULL) 

ptr->max=evt->next->timestamp; 
else 

ptr->max=evt->timestamp; 
} 
pvptr->num+=ptr_num; 
/*Now consider the pvptr*/ 
while(pvptr->num>=SIZEMAX){ 
/*Split the ptrs to be managed by other ptrs*/ 

curptr=pvptr; 
nvptr=curptr->nextptr; 
pvptr=curptr->prevptr; 
ptrnext=curptr->next; 
Calculate number of ptrs (num_ptr) to add; 
For each ptr{ 

ptr->min=nvptr->timestamp; 
Assign at most GRPSIZE number of ptrs; 
/*nvptr is now the last ptr to be managed by vptr*/ 
ptr->max=nvptr->max; 
Link up the ptrs in a vertical; 

} 
pvptr->num+=ptr_num; 

} 
} 
 
int LOG2(float f) {/*needs <assert.h>*/ 
/*Jon Watte: http://www.musicdsp.org/showone.php?id=91*/ 
  assert(f>0.); 
  assert(sizeof(f)==sizeof(int)); 
  assert(sizeof(f)==4); 
  return(((*(int*)&f)&0x7f800000)>>23)-0x7f; 
} 
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