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Abstract: In many cases, complex Decision Support Systems (DSS) used in business operations in both the 
public and private domain may become very demanding, as far as the information system (IS) that implements 
them is concerned. Specifically, they may require very bulky databases, containing information that may be 
complex, diverse and even polymorph, a fact that makes the management, update and upgrade of the content of 
these databases and the corresponding IS very difficult or even practically unmanageable. Moreover, it has been 
observed that, due to the very rapid change in time of the main topics of interest of many modern businesses or 
public agencies, some complex DSS become obsolete even before they are fully developed and implemented. 
This paper introduces an innovative IS architecture, which significantly reduces the aforementioned risks. This 
architecture uses novel metadata architectures, in order to create DSS which are flexible, highly adaptable and 
can gracefully expand without becoming unmanageable. The proposed architectures can also be used for an 
effective and very much needed documentation of the whole system and its use. 
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INTRODUCTION 

Decision Support Systems (DSS) are extensively 
used in many business operations in both the public 
and private domain. In many cases, DSS heavily 
depend on complex modelling and simulation 
algorithms for producing an output, which 
facilitates or makes possible decision making. 
Application areas of the DSS, in which this 
dependence is characteristic, include public and 
private business operations (e.g. operations 
involving car fleet management, crises handling, 
forecasting, etc.), complex engineering tasks (e.g. 
aircraft and sea vessel design), transport (estimation 
of important, non-measurable parameters, forecasts, 
comparative studies, cost-benefit analyses, policy 
making, etc.) and many others. In most of these 
cases, a considerable number of modelling and/or 
simulation tasks are very complex and time 
consuming, need large quantities of input data, 
produce output of a large bulk and need the 
execution of a considerable number of different 
options or scenarios. In such cases, the use of a 
proper Information System (IS) for the implementa-
tion of the DSS provides, besides the implied 

organisation, a re-usability of the related data and 
computational methods to the maximum possible 
extend. 
 
The DSS used in these cases may require complex 
IS with very large data cores. In designing and 
implementing such systems, a number of serious 
problems may be faced, which actually introduce a 
considerable risk of failure of producing a useful 
and viable IS. Some of the most important of these 
problems are listed in the following:  
 
1. The issues of interest of many modern 

businesses or public agencies shift or change 
very rapidly in time. In many cases, the 
development and deployment time of a DSS, 
needed for working on these issues, is 
comparable to the period of shifting of the 
priority of these issues. Therefore, in these 
cases, there is a definite risk of actually 
creating a DSS, which may become obsolete at 
the very start of its operation.  
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2. In many DSS, the necessary input data often 
demonstrate: 

 
• An inherent complexity of their form and 

complex inter-dependencies of their parts. 

• A considerable diversity, i.e. a multiplicity 
of possible definitions, contents, forms and 
formats. Moreover, they may demonstrate 
a thematic diversity, especially in the case 
of  large, complex DSS. 

• And, most importantly, a considerable 
degree of polymorphism, i.e. a variability 
of the definition and the content of the 
same data, according to the purpose, for 
which these data are kept. An example for 
this case is given here, coming from  the 
complex DSS used for supporting 
transport policy operations, so that the 
corresponding problem can be better 
illustrated: The internal computer 
representation of a transport network road 
link may completely differ according to 
the modelling or simulation operation that 
is performed:  

- For traffic forecast, the road link can 
be represented with an abstract 
straight line with some attributes. In 
such a case, only a limited number of 
the road link attributes are relevant, 
such as the geographical co-ordinates 
of the start and end of the whole link, 
the total road link length, the 
direction(s) of traffic, the number of 
lanes of the link, the average speed or 
time for travelling on this link, any 
travel costs such as tolls, etc. Any 
other attributes are irrelevant. 

- However, if one needs the output of 
the modelling operations to be 
graphically displayed on a map, the 
geographical co-ordinates of a series 
of smaller lines (a so called poly-line), 
which actually describes the curvature 
of the road link, is also needed. 

- For a study of the CO2 emissions on 
the same road link is needed, altimetry 
(i.e. the altitude of the starts and ends 
of the aforementioned arches) is also 
necessary, at the very minimum. 

- In other operations, such as cost-
benefit analyses, completely different 
information may be additionally 
needed, such as construction, repair or 
maintenance costs, more detailed 
cross-section information of the road 
at regular distance intervals, etc. 

Apparently, the exact computer repre-
sentation of the entity road link in a 
transport or transport policy DSS can only 
be determined after the complete 
definition of the job at hand (including the 
modelling operations). In a DSS, which 
includes multiple operations (a desirable 
option in most cases), handling this 
polymorphism is not at all trivial. The 
problem becomes even more difficult, if 
an existing system of this kind has to be 
upgraded, so as to include additional 
modelling or simulation operations. 
 

On the other hand, very often, the effort to 
increase the scope or effectiveness of the DSS 
by increasing the number of models and 
simulation methods may result in a continuous 
increase of the needed input data. These data 
are usually kept in one or more associated 
databases. The continuous increase of the data 
core of these databases has repeatedly 
produced systems, which are cumbersome, 
very difficult to update and upgrade, or even 
unmanageable.  

 
3. In many practical DSS cases, the involved 

models or simulation methods are very 
complex and need an expert or an expert group 
to handle them. Moreover, they may be 
proprietary and may reside in external systems, 
so that special on-line or off-line procedures 
may be necessary for using them. Apparently, 
in these cases the DSS at hand needs a special 
architecture to achieve an efficient operation. 
 

4. Additionally, the data cores of these DSSs may 
need regular or frequent updates from a 
number of external data sources, which may 
range from collections of printed tables of data 
to autonomous and heterogeneous external data 
bases. In certain application areas, such as 
transport, the number of these external sources 
may become considerable (sometimes in the 
order of many hundreds). In such cases, 
maintaining a proper and up-to-date data flow 
from the data sources to the DSS, and coping 
with thematic changes of the DSS, is a 
formidable task by itself.  

 
A characteristic application area, in which DDSs 
can become very complex, difficult to develop, 
very expensive and in most cases demonstrate the 
aforementioned problems, is Transport (e.g. a DSS 
for Transport Policy Support at a national or the EU 
level).  Most of the examples presented in this 
paper refer to this application area, without, 
however, any loss of the generality of the 
corresponding statements. Other application areas 
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with similar problems include crises handling, 
warning systems for natural disasters and reactions 
to such events, etc. 
 
In this work, a robust methodology to minimise 
the aforementioned risks and design a very 
effective IS architecture for the complex DSS is 
introduced. The methodology makes use of a 
specific set of metadata and an advanced data and 
metadata architecture, which provide solutions for 
the aforementioned problems and enable the 
creation  of a system that can adapt to fast 
thematic changes.  
 
CLASSES OF DATA TYPICALLY USED IN A 
COMPLEX DSS 

A first important distinction among different types 
of data used in a typical DSS has to be stressed 
here. This distinction will assist in understanding 
the metadata structures and the corresponding 
architecture, which are described later on in this 
work. These data may include: 
 
1. Indicators. This term, commonly accepted in 

some application areas (such as transport), is 
used to characterise that information, which 
facilitates or enables the decision making 
process. This type of data are usually the 
output of a set of computational methods, 
which may include closed mathematical 
formulas, models, simulations, etc. Their form 
and format may range from a limited number 
of numbers (e.g. Kyoto requirements for 
pollution), to tables, hyper-tables,  graphs and 
charts of any kind, etc. In many cases, whole 
data sets or databases are the result of complex 
DSS operations, and special software is 
necessary for the visualisation of the results. In 
this category fall complex visualisations such 
as maps, for the production of which, usually, 
parts of or whole geo-referenced databases 
may be needed. 

An efficient DSS must be able both to produce 
new sets of indicators, as a result of computing 
operations (including modelling or simulation 
operations), and to keep and provide access to 
important, previously performed modelling or 
simulation exercises. The bulk of the results 
that a DSS may actually have to keep may be 
severely increased, when the formulation and 
examination of a considerable number of 
different scenarios in modelling or simulation 
operations is necessary. 

 

2. Input data or input variables, sometimes 
abbreviated as variables. These are the data 
needed as input by the aforementioned 
computational methods for producing the 
indicators. 

The input variables are usually kept in an 
associated database, since they are needed for 
the repeated execution of the computational 
methods (e.g. evaluating different scenarios in 
modelling exercises). Usually the storage space 
needed for the input variables is at least as 
large as that, which is needed for the 
indicators. In fact, in most cases it is 
considerably larger. Moreover, usually, the 
associated database has to be highly organised, 
due to the inherent complexity of the input 
data. 

 
3. Source data. These are the data of the external 

sources, which will be used as variables, or 
from which the variables are produced.  
Ideally, the variables may come directly from 
measurements, surveys, etc. In a considerable 
number of practical cases, though, acquisition 
of the needed input data from external data 
sources is the primary option (provided that a 
minimum set of quality requirements concern-
ing these data may be met), for reasons such as 
the following: 

• cost considerations (such as the possibly  
high cost of extensive surveys or measure-
ments),  

• the need to avoid duplication of extensive 
effort  (e.g. when some of the needed data 
sets already exist in external sources),  

• and the fact, that considerable and 
specialised expertise may already have been 
used for the production of already available, 
high quality input data sets.  

In other cases, the existence of reference sets of 
data makes the acquisition of these input data 
sets from their sources mandatory.  
 
However, the external sources may not have the 
exact data needed for a modelling or simulation 
experiment, or the respective data sets may not 
be complete. Conversion, validation, harmoni-
sation or merging may be needed, before the 
external data sets can be used. In a number of 
extreme, but not so rare cases, even modelling 
has to be performed in order to produce the 
variables from the source data. 
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As far as the local storage of the datasets 
received from the external databases is 
concerned, although functionally it is not 
always necessary to keep them in a database or 
warehouse associated to the DSS, in most 
practical cases this is the preferred practice for 
various reasons, including the following: 

• Accountability reasons, since different 
organisations may be involved in this 
transaction. 

• When operations like the aforementioned 
conversion, validation, harmonisation or 
merging have to take place, since in many 
cases these procedures are complex and 
possibly iterative. 

It should be apparent from this brief discussion 
that, as far as the supporting IS is concerned, the 
requirements of a complex DSS are very 
demanding, making the need of a flexible and 
effective architecture of the IS even more pressing. 

 
METADATA NEEDED FOR A COMPLEX, 
BUT STABLE AND THEMATICALLY OPEN 
DSS 

It has already been mentioned that a metadata 
structure is used as a primary tool for creating and 
maintaining a robust and easily updatable and 
upgradeable DSS. This structure will be presented 
in the following sections. 
 
The Metadata Structure 

The first part of the metadata structure is depicted 

in figure 1. The thematic list of the topics (or 
issues), for which the DSS can provide indicators, 
is gradually decomposed in a tree-like structure, 
until elementary (but not necessarily simple) issues 
appear. The elementary issues lead directly to a 
sub-list of related indicators. An realistic example 
of a single path of this structure for a transport-
policy DSS, from the root of the tree-like structure 
(i.e. the thematic list of the whole DSS)  to a leaf 
(indicator) is the following:  

Transport Policy Issues  Environmental 
Impacts of Transport  Noise  Noise 
produced at the transport network  
(Elementary issue:) Noise produced by road 
traffic  (Indicator(s):) Noise 
measurements (or estimations) for all links 
and nodes of the road network of an area.  

 
It must be stressed, though, that the indicator noise 
measurements for all links and nodes of the road 
network is not at all simple. It involves 
measurements (or estimations) for links and nodes 
of a complete road network: A small geo-
referenced database is actually needed for keeping 
these data. Moreover, the larger the area, the 
bulkier the database. An increase of the level of 
detail, on the other hand, could produce several 
different measurements or estimations for a single 
link of a given network, increasing thus the 
magnitude of the problem.  
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Figure 2: Fundamental methods for the computation of the indicators from the (input) variables 

 
 
Then, another metadata structure is used for the 
description of the indicators needed for deciding on 
the elementary options, issues or problems. This 
structure correlates the indicators at hand with the 
necessary computational methodologies (including 
models and simulation methods) and the 
corresponding input data (or input variables or 
variables), as depicted in figure 2.  

The boxes labelled “fundamental method #j” 
denote any computational methods (including 
models), simple or complex (i.e. they may contain 
several intermediate steps, which may be 
interconnected in any possible way, or even be 
iterative, etc.). This structure can be combined with 
that of figure 1.  

In practice, in order to achieve an architecture that 
can handle diversity and polymorphism, the 
thematic decomposition tree branches must end at 
those indicators, for which the computational 
methodology is completely and unambiguously 
defined, i.e. the inputs, outputs and content of the 
corresponding computational boxes are completely 
and unambiguously defined. Slightly different 
indicators must be treated as different indicators (or 
sub-indicators). This means that, for the given set 
of desired indicators one has to reach a set of 
computational methodologies of the type 

i = f(v) 

where, i is the total vector of the indicators, f is a 
general method for the computation of the 
indicators, and v is the vector of the variables, from 
which the indicators are computed. At this point, 
any data diversification or polymorphism has 

already been resolved. At the right-most level of 
this metadata structure, the total list of variables 
(input data) of the system can actually be derived.  

This part of the structure can efficiently describe 
any kind of indicators, computational methodo-
logies and input variables needed in a DSS. More 
information on how this can be archived will be 
presented later on. 

The last part of  the metadata structure correlates 
each one of the variables of the system to one or 
more external sources and those of their data, 
which are needed for producing this variable. The 
general concept is shown in figure 3. The arrows in 
figures 2 and 3 show the direction of the data flow 
for the computation of the indicators. The links in 
the metadata structure must have the opposite 
direction. Again,  more information on the 
correlation of the variables to the external data 
sources and their information will be presented 
later on. 

 
Main uses of the metadata structure – Principles 
for designing an architecture for the IS 

The metadata structure defined so far is, actually, 
mainly used for discriminating the data and 
metadata sub-sets, which is related to every 
thematic issue or sub-issue of the DSS. In fact, the 
very themes or issues or problems, for which the 
data (indicators, variables, source data, metadata) 
are needed, are used as a conceptual index of these 
data in the information system. Therefore:   
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Figure 3: Metadata for the computation of the indicators  
 
 

1. The purpose of existence of each bit or cluster 
of data in the system is unambiguously known. 

2. The application programmes needed for the 
DSS, and, in fact, even the individual 
computational methods, sub-methods, models, 
etc., are directly linked to: 

• The themes and sub-themes, and, in 
general, any issues that the system deals 
with. 

• The corresponding clusters of data 
(indicators, variables, source data, etc.) 
and metadata of any kind. 

The proposed metadata structure can be though as 
an exact and complete content and functional map 
of the DSS at hand (abbreviated hereon as content 
map). The content map of the DSS must be 
included in the system and, in fact, be the starting 
point for practically all system operations, so that 
an orderly and methodical performance of the 
system can be achieved. The concepts and the 
definitions of the indicators, the fundamental 
computational methods, the input variables, and the 
source data are, in fact, very sound, robust and 
general, and can be applied to the great majority of 
simple or complex DSSs.  

The basic idea, therefore, for creating a flexible, 
highly adaptable and gracefully expandable DSS, is 
the following: Instead of creating a IS with a fixed 
core (of both data and computational methods, 
models, etc.), a different IS has to be created, in 
which the IS designers must: 

1. Incorporate the aforementioned metadata 
structure in the system architecture.  

2. Include any database(s) or data warehouse(s) 
necessary for the data of the system, but link 

them to the metadata structure. 

3. Use the metadata structure practically in all 
operations of the system (accessing data, 
computing and visualising indicators, etc.).   

4. Provide a separate module for managing all 
data and metadata in the system (inserting 
content in the metadata structure or in the 
databases, deleting content from them, etc.).  

These steps conclude the initial system design and 
development (phase 1). Then, the operations of 
managing the content of the system can start (phase 
2), comprising: 

5. Insertion of the appropriate content in the 
metadata structure and the database(s) or data 
warehouse(s). This operation must be done by 
authorised, expert users or user groups, called 
hereon Content Manager(s). 

6. Inclusion in the IS if any necessary 
applications, such as programmes for the 
computation of indicators, for reporting or 
visualisation of data, for interfacing with 
standard or proprietary computing tools (e.g. 
statistical packages, mathematical packages, 
external models, etc.), for importing and 
exporting data, for communication with 
external systems (sources), etc. 

The IS can be constructed in such a way, so 
that the addition of these computational, 
visualisation and communication modules do 
not require a re-design or a re-implementation 
of the IS. In fact, it can be achieved with no or 
minimal interruption of the operation of the 
system. It goes without saying that the same is 
true for the content of the metadata structure.  



E. KOUKOUTSIS, C. PAPAODYSSEUS, N.V. KARADIMAS, A. BALLIS: DESIGNING A FLEXIBLE, 

I.J. of SIMULATION Vol. XX No XX-XX 15 ISSN 1473-804x online, 1473-8031 print 

It must also be stressed at this point that it is 
mandatory that any augmentation of the system 
content in data or computational 
methodologies must be followed by a 
corresponding update of the content of the 
metadata structure, and vice-versa. 

Phase 2 of the operation of the system must 
necessarily follow phase 1. Excluding this 
requirement, there is no other time limit for phase 
2. This implies that changes, updates and upgrades 
of the content of the system (not only of the data 
and metadata, but also of the themes, the 
computational and visualisation methods, the 
source information and interfacing methods, etc.) 
can be done at any time during the whole life-cycle 
of the system. This characteristic guarantees highly 
increased flexibility and adaptability of the 
resulting system. 

It must be noted, however, that the highly increased 
functionality, resulting from the use of the content 
map of a DSS, does come with a specific price: 
Significantly increased amounts of very exact 
metadata are needed for the proposed system. In 
most contemporary systems, only a small fraction 
of the metadata needed for the content map are 
collected and used. Therefore, the operation of 
building the data and metadata core of the proposed 
system requires increased effort. On the other hand, 
however, the concrete benefits of the resulting IS 
actually over-compensate for the corresponding 
additional cost. Moreover, the overall cost of the 
IS, including that of the operations of maintaining, 
updating and upgrading the whole system, may be, 
in fact, significantly reduced in the long run. 

 
More on the types of metadata – Additional uses 
of the content map 

A further categorisation of the metadata discussed 
so far will help in understanding the following 
sections of this work. In the content map of a DSS, 
there are actually: 

• Metadata that describe the content map (i.e. the 
metadata structure),  called hereon Category 1 
(C1) metadata. These metadata actually are 
operational specifications for the resulting 
DSS, therefore for the underlying IS, as well. 

• Additional metadata, that describe the content 
of the structure, called hereon Category 2 (C2) 
metadata. 

From the discussion in the previous sections it 
should be obvious that C1 metadata are mainly 
used in phase 1 of the development of the system. 
Examples only of the C2 metadata are needed in 
this phase. C2 metadata are mainly used in phase 2, 
for the development and enrichment of the content 
and functionality of the system. 

On the other hand, at each node of the tree-like 
structure for the thematic decomposition, as well as 
in the following structures of the content map, more 
metadata can and should be linked, for the 
following purposes: 

1. For thematically guiding the users, concerning 
the potentially very complex content and use of 
the DSS, called hereon Category 3 (C3) 
metadata. 

2. For providing theoretical and technical 
documentation for the content of the system, 
called hereon Category 4 (C4) metadata. The 
metadata structure can actually become a 
thesaurus concerning the content of the system 
and any related information. 

3. For enabling keyword-based searching opera-
tions, preferably with keywords from 
accredited lists related to the content of the 
system.  

Although the metadata of types C3 and C4 appear 
similar, and actually their content may overlap, they 
have a different use in the system and are produced 
by different authors: C3 metadata are produced by 
the content manager(s) of the DSS, while C4 
metadata are produced by the original producers of 
the data sets of the system and/or by the makers of 
the computational methods, models, etc. In most 
cases these authors are not the same. 

It must be emphasised that the inclusion and use of 
the metadata types C3 and C4 makes the following 
systems possible: 

• A user guidance system, as aforementioned, 
for the thematic guidance of the users to the 
complex content and use of the DSS. It must be 
stressed that this system is necessary even for 
the experts in the thematic areas of the DSS.  

• An effective documentation system for the 
content and function of the DSS. The content 
map of the system forms a template, on which 
a very well organised documentation system 
can be based. Such a system is indeed very 
much needed in many complex DSS. 

 
On the implementation of metadata structure 

The whole metadata structure is implemented 
through the use of a meta-database, i.e. a specific 
database for the metadata. Any commercial,  
proprietary or open source software can be used for 
that purpose.  

The implementation of the policy decomposition 
tree-like structure is quite easy, since its exact form 
is that of an acyclic graph.  
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Figure 4: Structure of complex and simple 
indicators 

 
The indicator and variable lists are implemented as 
multi-level lists, since many indicators may have a 
complex structure. Moreover, as aforementioned, 
metadata of the types C3 and C4 may be used in 
any node of the corresponding structures. Figure 4 
shows a simplified structure of the complex and 
simple indicators. The first entries in that structure, 
namely the indicator ID and the name, refer to the 
computer name (identification tag) and the real 
name of the indicator. The inclusion in the complex 
indicator structure of the pointers to a complex 
indicator sub-list enables the implementation of the 
multi-level structure. The simple indicators do not 
point to any other level of indicators. 

The structure for the variables is quite similar to 
that of the indicators. 

Method / Model / Sub-Method ID
Name
Option #1
Priority
Output List : INDs / Intermediate INDs or VARs
Input List : Intermediate INDs or VARs / VARs

Extensive or Selective Description
(Metadata C3 - C4)

METHOD / MODEL / SUB-METHOD

Option #n
Priority
Output List : INDs / Intermediate INDs or VARs
Input List : Intermediate INDs or VARs / VARs

Extensive or Selective Description
(Metadata C3 - C4)

INDs /
Intermediate IND /
Intermediate VAR

INDs /
Intermediate IND /
Intermediate VAR

 
 

Figure 5: The structure for the description of 
method 

 
A simplified structure for a computational method 
is shown in figure 5. It is rather common in many 
DSS application areas that a set of alternative 
methods may exist for the estimation of certain 
parameters (i.e. indicators and intermediate results) 
Therefore, the proposed metadata description 
provides different options for producing the same 
or, if necessary, a slightly different set of results 

(indicators, intermediate variables). Moreover, the 
proposed template permits the assignment of 
priorities to the different options, in order to 
indicate preferences for the option of choice. 

A fundamental method may be any combination of 
such structures. Apparently a method or a sub-
method or a model may be in a closed mathematical 
form, or may be implemented through an algorithm, 
or may include iterations of any kind. For the 
content map of the system, the information 
contained in the structure of figure 5 is adequate. 

A fictitious example of a fundamental method is 
shown in figure 6, where two models and two 
computational methods are combined to produce 
indicators IND 1 to IND 8 from the input variables 
VAR 1 to VAR 8.  

IND 1

IND 2
IND 3
IND 4
IND 5
IND 6

IND 7
IND 8

VAR 1

VAR 2
VAR 3
VAR 4

VAR 5
VAR 6

VAR 7

VAR 8

Model
1

Method
2

Method
1

Model
2

Fundamental Method

 
 

Figure 6: An example of a possible structure of a 
fundamental method 

 
In figure 7, a greatly simplified, but more pragmatic 
example, coming from the transport application 
area, is shown.  
 

Traffic 
Forecast 
Model

Network 
Capacity

Growth 
Factors

Traffic 
Counts

Computation of 
Average Vehicle 

Velocity

Noise 
Prediction 

Model Road Network 
Characteristics

Levels of 
Noise

Forecasted 
Traffic 

Volumes

 
 
Figure 7: Computation of the levels of noise at the 

links a road network 
 
The whole block depicts a fundamental method, 
which estimates the levels noise at the links of a 
road network (indicators). First, a traffic forecast 
model uses traffic counts on the links of the 
network (variables) and traffic growth factors 
(variables) to produce forecasted traffic volumes 
for a future planning horizon (intermediate results). 
Then, a computational method takes these 
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forecasted traffic volumes and the road capacity 
figures (variables) and computes the average 
vehicles velocities (intermediate results). Finally, a 
noise prediction model takes the computed average 
vehicle velocities, the forecasted traffic volumes for 
the links of the network, as well as other road 
network characteristics (more variables), and 
estimates the noise levels on the links of the 
network for the future planning horizon. The 
description of  the fundamental methods starts at 
this level of abstraction. The three boxes in the 
figure of the method, namely the traffic forecast 
model, the method for the computation of the 
average vehicle velocity and the noise prediction 
model, must, in turn, be decomposed into simpler 
methods/models, and their inputs and outputs must 
be accurately described. The decomposition stops 
when the content manager feels that a description 
of the whole methodology with the desired level of 
detail has been achieved (apparently, such a de-
tailed decomposition falls beyond the scope of this 
paper). 

 Again, in figures 5, 6 and 7, the arrows show the 
direction of the data flow for the computation of the 
indicators. The links in the metadata structure 
follow the opposite direction. 

A general description of the metadata structure for 
adequately describing the external data sources is 
depicted in figure 8. 

General information on any agreement, licenses, system type, 
general access method, security, confidentiality, restrictions, etc.

Searchable list (keyword-organised) of data other than the agreed 
list of variables below.

Variable # i
Variable #i related Metadata
Access or computation methodology, dimensions and/or
restrictions, further information

 

Variable # j
Variable #j related Metadata
Same type of information as in variable #i

Variable # r
Variable #r related Metadata
Same type of information as in variable #i

Data Source #n

General 
Source 

Metadata

Simple access 
or computation, 
estimation, etc.

Source 
VariablesVi

SVi
Variables 

related 
Source 

Metadata

 
 

Figure 8: Metadata for an external source 
 
This metadata structure contains two parts of 
important information:  

• General information for the organisation or 
company that provides information. In figure 
8, this part is labelled general source metadata.  

• A second part, labelled variables-related 
source metadata, in which, the exact way of 
acquisition  of each variable coming from this 
source is described. The corresponding 
variable may actually exist as such in the 
database of this source, or it may have to be 
computed or estimated from other source 
variables. 

 

THE COMPLETE INFORMATION SYSTEM  

Figure 9 shows a possible deployment of the 
complete information system, which  comprises: 
 
• A Web and Application Server, which 

communicates with the users through an 
Intranet or the Internet, and provides an 
interface to the whole system. This server hosts 
the computational methods and models for 
producing the indicators, as well as any 
adaptors and, if possible, communication 
controllers to the external sources. The 
operation of the adaptors is based on the 
metadata structures for the sources. This design 
is scalable: The Web and Application Servers 
may be separated, if necessary. Moreover, a 
cluster of Application Servers may 
dramatically increase the processing power of 
the system. If the communication with the data 
sources is intense, a separate Communication 
Server can be used for the sources. 

 
• The Meta-Database Server, which implements 

the structures for the metadata. The content of 
the metadata may actually be enriched with any 
additional information on various subjects, as 
long as the proper metadata for this 
information are also provided. Typical cases of 
this kind are results of studies, modelling or 
simulation experiments, etc. 

 
• One or more separate databases (DBs) or data 

warehouses (DWs), in which the actual 
indicators and variables, as well as any related 
dimensions, nomenclatures and other inform-
ation, are kept. The use of the centralised meta-
database can make the access to more than one 
DBs or DWs transparent for the users. 
Therefore any practical distribution of the 
corresponding ISs is acceptable, provided that 
the communication links are fast enough for 
the applications at hand. 

 
• If necessary one or more GIS servers, which 

can serve the users when map-related 
information is needed or maps have to be 
produced as indicators. 
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Figure 9: The complete IS for the DSS 
 
 
These servers can actually reside anywhere in the 
world. Usually, it is the speed of the communication 
links and concepts like the subsidiarity principle (i.e. 
that the producer of a data set is also responsible for 
maintaining and updating it) that determine the exact 
location of the involved systems. In the case that 
external, proprietary computational methods and 
models have to be used, proper adaptors to the 
corresponding external systems have to be used, 
based on a structure similar to the metadata 
structures for the sources.   

The users access the system through very light 
clients (PCs with a browser). The application server-
based User Interface guides the users using 
information from the meta-database as far as the 
content of the whole system is concerned. The 
authorised users can first examine the metadata for 
any stored data set or computational method 
(indicators, variables, computational methods, 
sources, etc.) before proceeding to retrieve the data 
(indicators, variables) or asking for the computation 
or update of indicators. A rigorous scheme for the 
rights of various classes of users is necessary in such 
a complex DSS. As aforementioned, since the 
content of such a system may be augmented with 
new data and computational methods, a content 
manager (or team), with considerable expertise in 
the related scientific field (or fields), is absolutely 
needed. It is advisable to keep the data core parts 
(indicators, variables, metadata) that concern 
different themes separately (i.e. in different subparts 
of the DB or the DW), in order to easily maintain 
and update the system.  
 

CONCLUSIONS 

The proposed architecture has already been tested in 
specific demonstrators developed in NTUA, where 
its benefits have been clearly shown. Moreover, the 
first version of the European Transport Policy 
Information System (ETIS) has been based on this 
overall and internal architecture. The research teams 
of the EU funded projects ETIS-Agent, ETIS-Base 
and ETIS-Link (Growth Programme) have co-
operated for the development of the first version of 
ETIS.  
 
The benefits of a DSS based on the aforementioned 
architecture are the following: 
 
• It can be multi-thematic, without becoming 

unmanageable, since the meta-database keeps 
perfect track of the parts of the data core, which 
are associated to each theme. 

• It greatly facilitates handling of very complex 
data sets. Moreover, it efficiently resolves data 
and method diversification and data 
polymorphism. 

• It is easily updatable, since the update 
operations are effectively guided by the meta-
information. 

• The addition of new themes, issues or sub-
issues, indicators, variables, sources, metadata 
and computational methods, etc., can be done 
with practically no (or minimal) interruption of 
the operation of the system. It must be stressed 
that any such addition can be implemented by 
modifying the data/metadata core of the system 
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and, if necessary, adding a limited number of 
software modules. 

• The associated data core can gracefully grow to 
very large sizes, without becoming unmana-
geable. This is due, again, to the use of the 
meta-database, which keeps perfect track of the 
parts of the data core, which are associated to 
each theme. 

• Thematic changes can be easily implemented by 
augmenting the data and metadata core of the 
system and adding any new, necessary software 
modules, again with minimal interruption of the 
operation of the system.  

• The system is also reducible, a rather rare 
quality. Reduction of the system can be 
achieved by taking off-line any part of the 
whole metadata structure, the associated parts of 
the data core and the corresponding 
computational methods. The meta-database will 
inhibit any deletions of data,  metadata or 
computational methods, which are used for 
other purposes in the system. 

• Any changes to the meta-database, the data 
core, the computational methodologies of the 
system and the associated external data sources 
are dynamic and can be done at any point of the 
life-cycle of the system.  

• Finally, its data core can be effectively 
distributed, if necessary, to different ISs, which 
can be even geographically distributed. Access 
to the content of these systems can be 
completely transparent for the user, if such a 
system behaviour is desirable. 

 
Further research in this area includes the derivation 
of analogous architectures for other complex 
systems, e.g. for Geographical Information Systems 
with very bulky and divergent geo-referenced 
information, systems which include workflow 
control components, etc. 
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