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Abstract: Genetic Algorithms are widely regarded as being relatively immune to the problems of local minima 
that affect many optimization schemes. However there are situations in which the population becomes too 
uniform in composition and the algorithm gets stuck. We discuss the use of a simulated disease mechanism to 
overcome this problem. The mechanism acts by reducing the fitness of individuals that are similar to the rest of 
the population, thereby giving a competitive advantage to those individuals that display unusual traits. This 
disease concept is tested using a simple genetic algorithm example. 
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INTRODUCTION 
 
In recent years genetic algorithms have become a 
popular research topic and have been applied in 
many different fields and a variety of different forms 
[1,2]. One of the attractive features of this approach 
is that it seems to be relatively immune from the 
problems with local minima that afflict many 
optimisation methods. However this does not 
necessarily imply that the technique is immune from 
such difficulties as failure is rarely reported in the 
literature and hence there may have been many 
unsuccessful attempts to use the method that are 
known only to their authors! 
 
  The mechanism that might lead to such a failure is 
if the entire population becomes “stuck” in the 
region of the local minimum. If the search space is 
large and the fitness function does not offer any 
incentive to move away from the minimum then this 
situation may persist indefinitely. A biological 
analogy for this would be the evolution of an ability 
such as flight where there is little or no competitive 
advantage to be had until the ability reaches a fairly 
advanced stage. Indeed wings could be a serious 
impediment to the survival of a creature if they 
aren’t actually good enough to work! 
 
  In such a situation the continued diversity of the 
population is the key to progress and the fitness 
function does not provide any mechanism to provide 
this.  
 
 

In this paper we will investigate the idea of using a 
simulated disease mechanism as a means of 
increasing the diversity of the population. The hope 
is that the disease will eliminate genetic patterns that 
have persisted for a long time – allowing new 
patterns to emerge that may provide a better solution 
to the problem. 

TRIAL PROBLEM - SUDOKU 
 
The origins of the idea lie in a toy genetic algorithm 
model that was being developed initially as a 
teaching example. In recent years the Japanese 
Sudoku puzzle has become popular worldwide. 
These puzzles are constructed on a 9x9 grid and the 
idea is to fill in a numbers in each cell such that 
every row and column and 3x3 sub-grid contain all 
the digits from 1 to 9. Figure 1 shows an example 
starting position whilst Figure 2 shows the solution. 
Extensions to larger sized grids and more 
dimensions exist but the 9x9 size is most popular. 
 
   Now it must be said at the outset that genetic 
algorithms are not a particularly good way of 
solving these puzzles. It is straightforward to write a 
program that follows the same kind of strategies as 
human solvers and such programs are totally 
effective and very fast. However it was felt that this 
was a good domain in which to demonstrate the 
brute force effectiveness of genetic algorithms, 
which can solve the problem without resort to any 
form of logical deduction provided a suitable fitness 
function can be defined. 
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For the initial development the fitness function was 
defined to be the total number of violations of the 
puzzle rules. A good fitness value is thus a low 
number, zero representing a correct solution. 
 

    7  2   

  5 8      

2    4 1 5   

3     4 1 8 9 

 1      6  

5 8 7 1     3 

  6 5 9    7 

     7 9   

  1  3     

Figure 1 Sudoku puzzle example 
 

6 4 8 9 7 5 2 3 1 

1 7 5 8 2 3 6 9 4 

2 3 7 5 4 1 5 7 8 

3 6 2 7 5 4 1 8 9 

9 1 4 3 8 2 7 6 5 

5 8 7 1 6 9 4 2 3 

4 2 6 5 9 8 3 1 7 

8 5 3 2 1 7 9 4 6 

7 9 1 4 3 6 8 5 2 

Figure 2 Sudoku Example - Solution 
 
   The initial population was defined by randomly 
filling in the empty squares. At each generation the 
population was sorted by fitness and duplicate 
patterns were removed and replaced by new random 
combinations. The bottom half of the population was 
then removed and replaced by new individuals that 
were generated by a procedure of parenting followed 
by possible mutation. To generate a new individual 
two different existing individuals were selected at 
random from the top half of the population. The new 
individual was then generated by randomly selecting 
each place on the grid from the two parents. A 
further random selection allowed occasional 
mutation of the result. 

 
   When this algorithm was tested it converged and 
solved the first problem that was tried moderately 
rapidly. However further tests showed that, although 
initial convergence was quite consistent, the 
algorithm often became stuck with around about 
four errors remaining in the best solution found. 
Four errors may seem a small number but the 
sudoku search space is very large and so a solution 
with four errors could easily have thirty (out of 
eighty-one) locations that are different from the 
correct solution.  
 
   At this stage a modification to the way that the 
problem is mapped onto the GA is usually effective 
and so it proved in this case. When the system was 
modified to force compliance on one constraint (the 
rows constraint) for all solutions from the point of 
initial pseudo-random generation onwards then 
consistent and comparatively rapid convergence was 
obtained. However it is interesting to see whether 
the original method could be made to work since 
there may be situations in which the size of the 
search space cannot be reduced in this way.  
 
THE DISEASE MECHANISM 
 
The motivation behind the disease idea is to keep the 
evolutionary process going by eliminating genetic 
sequences that have existed in the population for a 
long time – even if they satisfy the fitness criterion. 
The mechanism that we use for identifying such 
sequences is a competitive learning neural network 
of the kind described by Kohonen, [Kohonen, T.] 
This neural network runs in parallel with the genetic 
algorithm. For each generation of the evolutionary 
process one training cycle of the network is run.  
 
   Because the Sudoku system is discrete, the 
standard competitive learning techniques have to be 
modified slightly. The procedure works as follows. 
Initially a number of network nodes are set up at 
random. The format of these nodes is an array of 81 
integers in the range 1-9 just like the solutions 
themselves. During a training cycle each member of 
the population is presented to the network in turn 
and the winning node (that is the node that most 
closely resembles the input) is identified. Next this 
node is modified to make it more like the input. 
Usually, in a competitive learning network, this is 
done by adjusting all the weights (which are floating 
point numbers) by a small amount. Here however 
the weights are integers and intermediate values 
have no meaning because the order of the numbers 
forms no part of the puzzle definition. Consequently 
we have adopted a process in which a small number 
of weights (typically 2) are selected at random and 
then made to match the input exactly. Optionally we 
include a neighbourhood mechanism whereby a
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whereby a set of nodes that are near to the winning 
node are also adjusted to resemble the input. In this 
case however fewer cells are changed (typically 1).  
 
   When the GA is initialised, the network cannot 
converge to anything in particular and so remains 
random. As the GA starts to converge so particular 
patterns start to persist in the population, allowing 
the network to converge on them in turn. At this 
stage the process of removing over-persistent 
patterns can begin. When the winning node for each 
member of the population is computed, the degree of 
resemblance is known. This number is used in turn 
to weight a random process of “killing”. Thus the 
longer an individual exists unchanged within the 
population the more the network will contain nodes 
that are trained to resemble it and the higher its 
probability of being killed by the disease. This 
process will be all the more rapid if there are many 
other members of the population that are similar. 
 
INITIAL RESULTS 
 
Initial results showed the expected behaviour. The 
“death rate” started very small and then increased as 
the GA started to converge. This can be observed in 
Figure 3. Early tests also showed that the algorithm 
converged on a number of combinations of problem 
and random number seed where previously if had 
not. However one must be very cautious in assessing 
the results of random processes until a statistically 
significant amount of data has been gathered. It soon 
became apparent that this was going to be a difficult 
task. The problem is that the algorithm takes 
anything from a few minutes to many hours to 
converge, assuming that it is going to converge at 
all. The original intention was to gather data for 
different parameter values and so to optimise things 
like the kill probability, neighbourhood size and so-
on. However to do this many runs would have been 
required for each parameter value and this was 
clearly never going to be practical. The alternative 
approach was to look at secondary factors, such as 
the rate at which new “good” solutions (with low 
numbers of rule violations) were being generated. 
This seemed promising at first, but, as the number of 
results accumulated, what had looked like a 
developing trend dissolved into randomness.  
 
   Another way of looking at the population is to 
measure the closeness of its members to the actual 
solution rather than just the number of rule 
violations. We call this number the secret fitness 
since in a real application one would have no 
mechanism for knowing it. The secret fitness gives a 
useful early warning of whether the solution is 
actually going to converge. It was observed that, on 
the occasions when convergence never happened, 
this number started high and remained so. When the 

algorithm did converge the secret fitness had a much 
lower value from the start. 
 

Figure 3 Fitness and Kill Events. 
 
 
VARIATIONS ON THE ALGORITHM 
 
In an attempt to obtain better results a few variations 
on the algorithm were tried. The most promising of 
these seems to be the introduction of a “seasonal” 
factor. When the kill rate is very high the normal 
progress of the GA is interrupted but a low kill rate 
does not really have much effect on the content of 
the population. It was conjectured therefore that it 
might be effective to have short periods of high kill 
rate, “epidemics” to re-randomise the population, 
interspersed with longer periods of lower kill rate to 
allow the GA to converge. 
 
FURTHER RESULTS 
 
This “seasonal” mechanism did provide the best 
evidence so far of the algorithm working. In Figure 
4 we see the plot of new population members of 
fitness 4 (the best value that is common enough to 
provide a reasonable statistical measure) against 
generation number. The other curves are the secret 
fitness of the new solutions and the rate at which 
solutions were observed to be killed. Up to 
generation 5000 the kill probability was set to zero 
and no kills were observed. After generation 5000 a 
high kill probability was set with a progressive 
decline in subsequent generations. This pattern is 
directly reflected by the observed kill rate. We can 
observe that the rate of generation of fitness 4 
solutions (as indicated by the slope of the curve) 
remains moderate up to generation 5000, pauses 
whilst the kill rate is high and then shoots up more 
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rapidly thereafter. The change is also shown by the 
secret fitness. After generation 5000 there seems to 
be a change in population, leading to the GA 
converging to a solution at about generation 9000. 
 
   However caution is required here since a “control” 
run with the same random number seed produced the 
result shown in Figure 5. Figure 5 is qualitatively 
similar to Figure 4 but we note that the changes are 
not so sharp and the process took 12000 generations 
to complete instead of 9000. 
 
CONCLUSIONS 
 
We have explored the concept of disease as a way of 
maintaining the rate of progress of a genetic 
algorithm. So far we have been unable to give a 
convincing demonstration that the mechanism works 
owing to the time that would be needed to gather 
statistically significant data but there is some 
evidence that the mechanisms could perform as 
intended given further work. 
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Figure 4 Run with disease “epidemic” at around 

generation 5000 

 
 

 
Figure 5 control run as figure 4 but without 

disease 
 
 


