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Abstract: The process of performance evaluation is a very important task in designing any software system. 
Finding a way to extract performance models from design models is therefore a key issue in the software 
performance engineering field. This paper presents a method for providing computer support for extracting 
Markov chains, one of the important representations for numerical performance models, from a performance 
annotated UML sequence diagram according to the UML Profile for Schedulability, Performance and Time. 
The method uses a marking scheme in which the system status will be recorded each time a new step is 
executed in a scenario presented by a sequence diagram.  The key algorithm is reviewed and an example used to 
show how the derivation can be managed. 
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1. INTRODUCTION 
 
Since the emergence of the software crisis in the 
1960s, major efforts have been devoted to research 
into the validation of functional requirements, since 
these were seen initially as most important to 
validate qualititative behaviour [Ghezzi, Jazayeri et 
al. 1991]. Most of the methods that were used in 
verification, such as prototyping, were focused only 
on functional requirements; even the languages that 
were used to model these requirements focused on 
systems’ qualitative specifications.  Today, UML is 
the most widely used modelling language and 
models both system requirements and qualitative 
behaviour in its different notations.  
 
Since Smith’s proposal of Software Performance 
Engineering [Smith 1990] researchers have tried to 
address the important issue of integrating qualitative 
requirements within the software development 
process. One approach which has been widely 
investigated in the last decade or so is generation of 
performance models from system architecture 
models (SA), represented in UML. The UML model 
represents how the system components interact with 
each other and, using this information plus statistical 
data about the system and QoS requirements, a 
performance model can be generated. A number of 
methods for transforming UML models to a variety 
of performance models are reported in the literature 
and are reviewed in section two below.  
 
This paper proposes a computer assisted technique 
based on King and Pooley’s method of generating 

Markov chain performance models from UML 
diagrams [King and Pooley 1999].  
 
In this paper we present a technique for extracting 
Markov chain models from sequence diagram (SD) 
system design models. In section two we review past 
work on software performance analysis and work 
done in integrating performance analysis in the 
software development process. In the section three 
we present the state marking method and an 
approach for systematically applying this method to 
sequence diagrams. In the section five we illustrate 
our technique with a worked example, influenced by 
a model presented in the UML Profile for 
Schedulability, Performance and Time [OMG 2005], 
which describes a web video application. 
  
2. SOFTWARE PERFORMANCE ANALYSIS 
 
Software performance analysis is defined as the 
process of analysing and optimizing a system under 
study, in order to make sure this system satisfies the 
performance requirements specified by a user. One 
of the most common performance evaluation 
approaches involves the description of the system 
through by a suitable model; using this model, the 
system under study can be analysed according to 
show the dynamic - time dependent - behaviour of 
the system, and the data flow between the 
components composing the system [Pooley 2000].  
 
Using data gathered from this analysis (throughput, 
resource utilization and bottlenecks in the system) 
we can optimize the design of the system from 
performance point of view. In the process of creating 
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the models used in performance analysis, an abstract 
view of the system under study is first chosen to 
cover a scenario of the system; this scenario has 
performance variables which define the aspects of 
the system that affect its performance. This will be 
used to construct the performance model.  
 
There is a variety of performance analysis 
techniques available and these can be classified 
according to how they are described or how they are 
solved. The main solution techniques are analytic, 
numerical and simulation. Simulation is the most 
general and versatile means of performance 
modelling. It has many uses, but its results are 
usually only approximations and the price of 
increased accuracy is longer execution times. 
Analytical techniques provide models which can be 
solved symbolically for the average (steady state) 
behaviour of a system and, in a few cases, certain 
transient behaviours. Unfortunately only a very 
restricted set of models have such solutions. Even 
fewer have exact solutions. Numerical techniques 
involve deriving an underlying model, typically a 
continuous time Markov chain, which can be solved 
for a given set of parameters by solving a set of 
simultaneous equations. These are somewhere 
between analytical and simulation models, being 
more general but slower than analytic techniques 
and less general but faster than simulation [Pooley 
2000]. 
 
Performance evaluation testing can be carried out in 
any phase of the system design life cycle. However, 
it is rare for a system to be fully designed and 
functionally tested before any attempt is made to 
determine its performance characteristics. This is 
due to the fact that redesign of both hardware and 
software is costly, especially in late stages of the 
design cycle, and may cause late system delivery. 
Also it is possible that the system in hand cannot be 
tested by direct experiment for a reason related to its 
nature (the test might be expensive, dangerous or 
disruptive), or because the system does not exist yet 
[Hillston 2001].  
 
Despite its importance, the modelling process is seen 
as problematic because it requires well trained 
modellers; the modelling process is often said to be 
an art, which requires experts who have special 
experience in modelling and modelling’s related 
mathematical background. The challenge of 
software performance modelling arises from the 
difficulty of deriving meaningful performance 
measures of the system’s performance on the 
hardware and OS platform on which it will execute, 
from a static analysis of the design or code. Also the 
major performance problems usually arise when 
components interact with each other not when a 
(sub)system is working alone. The extra budget 
required to carry out performance evaluation often 

causes the skipping of this task in software project 
plans. The additional cost for this task returns us to 
the need to hire professional modellers and to 
allocate sufficient time for the modelling process. 
This fact has inspired researchers to find easy to use 
techniques that will allow system architects to carry 
out the performance analysis task without many of 
the extra costs listed above. One method 
investigated in the past decade or so involves 
generation of a performance model from a system 
architecture model (SA), represented in UML.  
 
2.1 Performance Model from Architecture Model 
 
The literature reports a number of proposals for 
generating performance models from designs 
represented in UML. Balsamo and others provide a 
useful review [Balsamo, Di Marco et al. 2004]. In 
order for these methods to deliver what is expected 
from them in terms of successfully integrating 
Software performance analysis into the software 
development process, they have to satisfy what we 
see as three important criteria.  
 
• First the method has to be simple which will 

allow the user to work with it and understand its 
outputs without the need of extensive 
knowledge in the modelling field.  

• Second the method has to be general in terms of 
its ability to model any expected system.  

• Last the method has to be systematic in a way 
that can be, at least partially, automated; this 
will allow the incorporation of this method in 
CASE tools.  

 
One of the first complete methods for integrating 
performance analysis into the software development 
process was the SPE (Software Performance 
Engineering) methodology of Smith and, later, 
Williams [Smith 1990; Williams and Smith 1998]. It 
depends on representing the system as a Queuing 
Network model (QNM) that represents how the 
different components of the system interact with 
each other. Feeding this QNM is information gained 
from an Execution Graph (EG) representing the 
software’s behaviour and modelling the software 
execution.  
 
Deploying SPE on UML was called PASA 
(Performance Assessment of Software 
Architectures) which aims at giving guidelines and 
methods to determine whether an SA can meet the 
required performance objectives. This method 
involved using the system’s UML sequence 
diagrams to construct the Execution Graphs (EGs) 
and its UML deployment and class diagrams to 
create the QNM of the system. This methodology 
was automated by SPE.ED [Smith and Williams 
1997], a performance modelling tool specifically 
designed to support the SPE methodology. Although 
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it was an automation of SPE it did not directly 
simulate the deployment of SPE on UML. In 
SPE.ED the user must identify the scenarios (s)he 
wants to inspect in terms of a modelling language 
that represents the EG, which means a new 
modelling language for the user to master, and so 
affects simplicity of modelling. The overhead 
specifications for the software resource requests 
need to be added by the user as well. SPEED will 
then construct a QNM for the system; this QNM will 
be solved to provide the requested performance 
measures. From an automation point of view the 
SPE was automated successfully, but automation 
affected adversely the simplicity factor in terms of 
new modelling languages needed in the new tool. 
The SPE methodology itself is known to be simple 
and effective, especially if we think about it in terms 
of UML performance annotated diagrams. The use 
of QN as a performance model in SPE affects 
generality, as not all systems can be modelled 
efficiently with QNM, but as the main scope of 
systems that SPE was used for was client server 
systems it was more effective.      
 
Pooley and King proposed in [King and Pooley 
1999]what we call the state marking method; this 
describes how to extract different kinds of 
performance models from different UML diagrams. 
They suggested that QNMs can model UML 
deployment diagrams, mapping the resources in the 
deployment diagrams to service centres and the 
communication links to the queues themselves. They 
introduced in this paper a method to add 
performance data in UML diagrams in the form of 
performance tags (time labels), a similar annotation 
to that adopted in the UML performance profile 
[OMG 2005]. In a later paper [King and Pooley 
2000] they propose a method for deriving 
performance models based on Generalized 
Stochastic Petri Nets (GSPN) from UML 
collaboration-state chart diagrams. The suggested 
method takes advantage of the idea of marking, used 
in GSPN modelling as the state of the system at each 
step in the model’s execution. The overall marking 
of the system will form the required performance 
model.  
 
Although this method provides a simple approach to 
extract performance models from SA, the use of 
GSPN as the target performance model affected the 
generality of the method, as it lacks the ability to 
model some kinds of system architectures (i.e. some 
systems with specific scheduling schemes for 
sharing resources). Pooley avoided this problem in 
[Pooley 1999] as he generalized the method to 
generate Markov chain performance models directly 
from UML collaboration-state chart diagrams. This 
gave the method the advantage of simplicity and 
generality. In this paper we will systematise the state 
marking method to provide a semi-automated or 

computer assissted method for extracting 
performance models from SA.    
 
Other methods exist for extracting a range of 
performance models from different SA. López-Grao, 
Merseguer and Campos suggested a method to 
translate a UML activity diagram - associated with 
performance annotations from UML proposed 
profile - to Generalised Stochastic Petri Nets 
(GSPN) [López-Grao, Merseguer et al. 2004]. Ping 
and Petriu suggested an algorithm that will 
automatically transform UML to Layered Queuing 
Networks (LQN) [Gu and Petriu 2003]. More recent 
papers have suggested algorithms to translate UML 
to Stochastic process algebra; these include papers 
by Pooley [Pooley 1999] and Canevet, et al. 
[Canevet, Gilmore et al. 2003] describing an 
algorithm that will convert UML to the Performance 
Evaluation Process Algebra, PEPA, and a paper by 
Bennett, Field and Woodside describing their 
attempts to extract FSP process algebra models from 
UML models [Bennett and Field 2004]. For a 
comprehensive review of such work, see Balsamo et 
al  [Balsamo, Di Marco et al 2004].   
 
The Object Management Group (OMG) has recently 
adopted an extension to the UML standard to 
accommodate time and performance variables in 
UML models. The “UML Profile for Schedulability, 
Performance and Time” [OMG 2005] explains these 
extensions to the UML standards in the context of 
the standard itself. It defines stereotypes, tagged 
values and constraints that represent the 
performance requirements and resource allocation of 
the modelled system [Gu and Petriu 2003]. This 
performance related information can be used with 
the information on system flow gathered from the 
UML diagram to construct a performance model of 
the system. The goal is to find a methodology that 
will allow us to build this performance model using 
tools that will be fed from the extended architecture 
model.   
 
2.2 State Marking Method 
 
This section explains a method to convert a 
performance-extended UML sequence diagram to a 
Markov chain performance model. The work in this 
paper is based in a method suggested by Pooley in 
[Pooley 1999], which involves transforming a UML 
collaboration/state diagram into a Markov chain 
model. This method is based on the original King 
and Pooley State Marking approach. It involves a 
marking algorithm that will catch and register the 
state of the entire system for each step executed. 
Each of the registered states will represent a state of 
the overall Markov chain. The arcs between the 
states are represented with steps causing the move 
from one step to the other with rate of this step 
occurring as the λ variable as shown in algorithm 1. 
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current state = new state
snapshot set  = current_state  
while (there exist more actions) 
{ 
 Take an action 
 new_state = Execution of action on the current state 
 if (new_state in snapshot set) // the state already exist 
  add an edge from the current state to new state 
 else 
  { 
   add new_state  
   add an edge from current state to new state  

}    
 Current_state= new_state 
} 
 

Algorithm 1: Pooley’s method for transforming UML (collaboration-state chart) diagram to Markov chain.  
 

In Pooley’s original state marking method the 
generated performance model ccould be GSPN or 
QN but we chose in this paper to use a state marking 
method that generates Markov chain performance 
models.  
 
The reason for preferring the Markov chain as the 
performance model produced returns to our earlier 
comparison of the three types of performance 
evaluation technique - analytic, numerical and 
simulation - and how the numerical technique is 
more general but slower than analytic techniques 
and less general but faster than simulation. The key 
fact is that Markov chains directly support numerical 
modelling techniques, while those methods using 
GSPNs or process algebras, must then generate 
Markov chains from and then solve these. Another 
advantage in choosing this method is its ability to 
preserve the original structure of the system in the 
performance model, which will make it easier to 
identify useful changes in the architecture from the 
feedback returned by the performance measures. The 
main advantage gained from using the Markov chain 
is its ability to model all kinds of system 
architectures, which gives it greater generality than 
the other methods of modelling.  
 
The solution of a Markov chain model involves 
solving its state transition matrix. This is a matrix of 
size n x n where n is the number of states in the 
model; it contains the probability values (or rates) of 

moving from one system state to another. The 
representation of some large and complex systems as 
a Markov chain can be extremely difficult. This is 
due to the number of states in such a system that can 
grow exponentially rate with the number of 
elements; this will affect the size of the transition 
matrix and make it difficult to deal with and alter in 
order to point out performance problems. 
           
The suggested method for semi-automating this 
method is similar to other methods in recent 
publications in its overall structure. That is the 
system will first be modelled normally with UML 
diagrams (in our case a sequence diagram), then the 
performance requirements are added to it according 
to the UML performance profile. The UML-
performance model is first parsed to extract a 
performance model from it and this performance 
model is then passed to a performance evaluation 
tool that will extract the values of its performance 
variables and provide feedback that will help to 
amend the system architecture to cope with the 
performance requirements. Figure 1 shows a logical 
diagram of the approach.  
 
3. SEQUENCE DIAGRAMS 
 
 In UML an interaction diagram is one that shows 
how a group of participants (objects and actors) in a 
system collaborate in some behaviour. Sequence 
diagrams as well as collaboration diagrams are 

Performance model 
Feed Parse-

convert 
 

Performance 
annotated  

UML  
model 

 
 

Model 
Evaluation 

tool 

Feed Back 

Figure 1: logical diagram of a CASE tool for performance evaluation  
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members of the interaction diagrams family. They 
can be used to capture a specific scenario of the 
system by showing how the objects involved in that 
scenario collaborate by exchanging messages to 
perform a specific behaviour. There are four main  
types of message in a sequence diagram which are: 
synchronous, asynchronous, reply and found 
messages. Synchronous messages are the ones in 
which the sender will enter a wait state until a reply 
from the receiver arrives.  Asynchronous messages 
are the ones in which the sender will continue with 
its work after sending the message to receiver. Reply 
messages are sent in response to a synchronous 
message. Found messages are the message initiated 
from out of the sequence diagram to start the 
scenario.  
 
The participants in sequence diagrams have a life 
line that represents the flow of actions resulting from 
participation in the scenario by that member. An 
activation bar on top of the life line shows the time 
during which the participant is active in the 
interaction. Control logic can be modelled in 
sequence diagrams using interaction frames. The 
interaction frame labelled loop is used to model 
iteration in a section of the sequence diagram, while 
the labels alt and opt are used to model conditional 
sections. Interaction frames can also be used to 
illustrate concurrency with the help of the label par, 
representing concurrent activities, and region, to 
mark a critical section [Force 1999].  
 
Figure 8 in the case study shows an example of a 
sequence diagram; the participating members are 
drawn at the top of the diagram as boxes; each of 
these boxes has a dotted line coming down from it, 
representing the life line; the thick gray line on top 
of a life line is the activation bar. The messages are 
denoted by arrows, each message type having a 
specific arrow style; a synchronous message is 
presented with black head arrow, where an 
asynchronous message is presented with an empty 
head arrow. Reply messages take the form of a 
dotted line arrow. Figure 8 shows a loop activation 
frame; this frame is presented as a box covering the 
area that it affects with the guard condition in the 
corner.      
    
3.1 Annotated Sequence Diagrams 
 
Chapter 7 of the "UML Profile for Schedulability, 
Performance and Time"- adopted by OMG in 2005 - 
is an extension of the UML standard to 
accommodate UML quantitative performance 
annotations. These annotations allow the association 
of performance related quality of service (QoS) 
characteristics with selected elements of a UML 
model [OMG 2005]. The profile explains these 
extensions to the UML standard in the context of the 
standard itself. It defines stereotypes, tagged values 

and constraints that represent the performance 
requirements and resource allocation of the 
modelled system.  
 
The main stereotypes used for performance 
modelling include PAclosedLoad, PAopenLoad, 
PAhost, PAstep and PAresource. The first two of 
these stereotypes represent the way the work is fed 
to the system or, as it is often described, the 
workload. The PAclosedLoad stereotype represents 
a closed workload; it has four tags: PArespTime, 
PApriority, PApopulation, PAextDelay. 
PAopenLoad models an open workload with the 
tags: PArespTime, PApriority, PAoccurrence. The 
objects or participants in the system are classified as 
either PAhost, modelling a processing resource with 
tags including: PAutilization, PAschdPolicy, 
PApreemptable, PAthrough-put, or PAresource, 
modelling a passive resource with tags including 
PAutilization, PArespTime, PAthroughput. A PAstep 
models a scenario step with tags including 
PAdemand defining a step’s execution time, 
PArespTime defining a step’s response time, PAprob 
which represent probability to execute the step and 
PAdelay  that shows the think time before executing 
the step [OMG 2005]. 
The sequence diagram that we will use to define a 
performance model in this paper will be annotated 
with the performance stereotypes defined above. 
Each of the performance stereotypes can be 
accompanied by an appropriate sequence diagram 
section. The workload tags can be added to the 
found message at the beginning of the diagram to 
define the nature, ratio of the initiating messages and 
the expected QoS characteristics of the scenario to 
hand. Host and resource stereotypes can be used to 
define the performance features of the participating 
members in the scenario that will help in the 
performance study of the system. The main 
stereotype that will be used is the PAstep, which will 
be used to describe the performance tags for every 
message defining the collaboration between the 
participants. The performance information that they 
define in their tags will be used to label the arcs in 
the Markov chain model. PAstep will also be used to 
define the performance information for the 
interaction frames in a diagram, such as defining the 
average number of iterations in a loop or the 
probability of a condition being true. This kind of 
performance information is a key factor in the 
performance model that we are trying to produce.              
 
4. CONSTRUCTING A PUZZLE  
 
The method for extracting the performance model is 
as follows; first an initial situation is defined, 
recording the initial state of the system before 
executing the first step. Then, for each of the steps 
defining the scenario in hand, the step is “executed” 
and the status of the system is marked, which may 
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create a new state of the system or return to one 
passed through before. If this state is a new state 
then a new node is created in the Markov chain with 
an edge from previous state to the new state. This 
edge will be tagged with suitable a PAstep tag - 
usually PAprob - depending on the current model. 
This algorithm will continue until all the Steps are 
executed. For simplicity we will use the probabilities 
to mark Markov edges instead of the rates, as 
probabilities can be computed from the rated.  The 
resulting series of markings of the sequence diagram 
forms the Markov chain model of the system.  
 
The execution of a step will differ according to the 
type of diagram element being executed in the step. 
There are a number of elements in a sequence 
diagram as described above and each of these will 
have a different representation in the performance 
model.  
 
4.1 Synchronous/Asynchronous Messages 
 

 
 
 
 
 
 
 
λ: PAprob of the step stereotype of the message   
δ: ratio for message arriving. 
γ: if there is a timeout the average lost message ratio.    

c w n

λ δ

γ 

Figure 2: Markov model for a Synchronous message. 

 
 
 
 
 
 
 
 
δ: the priority that the looping condition evaluated true. 
 

c x o

1-δ 

δ 

Figure 4: Markov model for a loop frame. 

n

We now describe how a performance model  can be 
constructed using a variety of ready made 
performance model components the models each of 

the messages and interaction frames composing a 
sequence diagram. For synchronous messages the 
system will be in a specific state, noted in figure 2 as 
state c. In the execution of the action (response to 
the message) the system will wait for a response 
from the receiver, which means it will enter the wait 
state denoted by w. The rate for moving from state c 
to w is noted by λ which represents the PAprob tag 
of the PAstep stereotype for that specific message. 
When the message is in the waiting state w it will 

either go to a new state, n, on the arrival of the 
response message, with a rate of δ representing the 
average time for the reply message to arrive, or, if 
no replay arrives, the system will wait for a time out 
and then resend the message (there is no constraint 
on multiple messages) and return to state c. The rate 
for resending the message γ depends on the average 
lost message ratio.    
 
Figure 3 shows a Markov model of the system in the 
case where it receives an asynchronous message. As 
stated earlier, in the case of an asynchronous 
message the sender will send the message and then 
the system will continue with the next step without 
waiting. In this model we have a current state c for 
the system and when the message is processed the 
system will enter another state n, with a probability, 
λ. The representations of synchronous and 
asynchronous messages are the commonest we face 
in a sequence diagram, as the main goal of a 
sequence diagram is to illustrate the collaboration 
between the participating members of a scenario 
with messages sent between them. 
 
4.2 Loop Interaction Frames 
 

A looping interaction frame in a sequence diagram, 
is shown as a Markov model in figure 4. The content 
of the loop frame will be surrounded with a loop 
model. State x is the beginning of that loop and state 
n is the inspection state where the loop condition 
will be checked. If it is true an arc will return to x or 
another state (say o) indicating that we are out of the 
loop. The δ represents the probability that the 
looping condition evaluated true. 

 
 
 
 
 
 
 
λ: PAprob of the step stereotype of the message   

c n

λ

Figure 3: Markov model for asynchronous message. 

 
 
 
 
 
 
 
 
δ: the probability that the condition evaluated true.   
 

Figure 5: Markov model for an Alt frame. 

δ 

o

n

1- δ 

c
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4.3 Alt/opt Interaction Frames 
 
In the case of a conditional interaction frame (alt and 
opt) the system will be in a new state if the condition 
evaluated is true and either in the same state or an 
alternative state if the condition evaluated is false. 
This is represented in figure 5 which shows how an 
alt frame can be modelled as a Markov chain. δ 
represents the probability that the condition 
evaluated is true. The system will be in a new state n 
if the condition evaluates to true and in another state 
o otherwise.  
 
The model for an opt frame is similar to figure 5 but 
has only a single outgoing arc from state c 
representing the system when the condition 
evaluates to true, when the system enters a new state 
n. It returns to the original state c otherwise.  
 
4.4 Region Interaction Frames  

  
The region interaction frame is used to mark a 
critical section that only a single process can enter at 
any time. The modelling of a critical section in a 
Markov model depends on the number of processes 
trying to access the critical section at a given time. 
Figure 6 shows how a critical section for a two 
processes system is modelled; the states that a 
process can have are either to be out of a critical 
section (O), inside the critical section (i) or waiting 
to enter the critical section (w). In the figure the two 
processes start out of the critical section (state 
[O,O`]) and either of them can enter the critical 
section (one of the states [i,O`]or [O,i]) usually with 
similar probability. In the case where one of them is 
inside the critical section and the other tries to enter, 
the latter it will enter the waiting state([i,W`] or 
[W,i`]). From the wait state it will enter the in state 
when the process occupying the critical section 
leaves the critical section (one of the states [i,O`]or 
[O,i]). The number of possible states for such a 

model will grow rapidly as the number of 
participating processes increases. Other modelling 
schemes like Petri Nets provide simpler notations to 
represent similar situations but at the end, the model 
underneath will be as complex as the one in figure 6. 
Our method states that for every critical section in 
the system, this critical section will be modelled 
according to the number of processes potentially 
trying to access it and then be added to the complete 
model. This process, although a long one, is the only 
obvious way to model a critical section in a Markov 
model.      
 
4.5 Parallel Interaction Frames 
 
If we try to model parallel behaviour of a system, the 
main concern that may arise is that a parallel 
interaction frame represents the concurrent 
execution of actions (messages) in the system being 
modelled. In the case of encountering a parallel 
interaction frame, each of the execution branches 
will be modelled as a separate Markov model and 
these two models will fork at the beginning and join 
at the end of the parallel behaviour.  i, O` i, w`  
5. EXAMPLE 
 
Web Video Application 
 
The case study that we will consider in this paper is 
derived from the example provided in the chapter 7 
of the “UML Profile for Schedulability, Performance 
and Time [OMG 2005]. The system described is a 
web video application. This allows users to access 
video streams through their web browsers where 
they will be connected to a video server that contains 
the streams. The video server then plays the 
requested stream on a video window that contains a 
video player. The components of the web video 
application and the relations between them are 
shown in figure 7. In this case study we will choose 
one of the possible scenarios of the system, and then 
we will model this scenario as a sequence diagram. 
Using the QoS priorities described for this system in 
[OMG 2005] we will compose an annotated 
sequence diagram and, finally, we will use our 
methodology to compose a Markov performance 
model from this diagram.      

Figure 6: Markov model of a two process critical 
section.  

O, O` 

O, i` w, i` 

Video 
Player 

Web 
Server 

Video 
Window 

Browser 

Video 
Server 

Figure 7: logical structure of the participating members 
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Figure 8 shows a sequence diagram for the scenario 
of a user accessing a video stream. First of all the 
user will choose a video to be played on their 
browser and the request for that video will be passed 
to the web server that will select the video server 
that has this specific stream. The web server will 
initialize a video player for the user and will start 
streaming frames to that player to be shown on a 
video window. This process will continue until all 
the frames of the video are sent to the user player, as 
described in the figure with a loop frame that will 
iterate for N times where N is the number of frames 
of the stream.    

 
The type of performance annotation to be added 
depends mainly on the context of the experiment. 
The performance requirement for this system is 
described in [OMG 2005] in terms of response time 
for messages. In our case we require information 
about the probability of a message being sent. In the 
QoS there is a requirement for the confirmation 
response time stated as “the response time for the 
confirmation to the user that the request has been 
received”. This requirement is specified as a 
probability that the delay in receiving the 
confirmation will not take longer than half a second 
in 95% of the cases: Probability (Confirmation delay 
> 500 ms) < 0.05 or, expressed as a percentile 

measure: 95th percentile (Confirmation delay) < 500 
ms” [OMG 2005]. In this case the timeout constraint 
on the synchronous message process selection is to 
be less then half a second and the probability that the 
confirmation will arrive is 0.95 and 0.05 to resend. 
Another example of performance information that 
may be added to the system is on the video stream as 
the frames fed back to the user should be displayed 
at regular intervals of 30 ms, that the probability of a 
frame being displayed late is less than 1%: 
Probability (Interval between frame display instants 
< 30 ms) > 0.99. For our study we will use these two 
requirements and add them to the sequence diagram 
which will be consulted in the performance model 
building process. 
 
Figure 9 shows the sequence diagram with added 
performance information. The labels added to the 
sequence diagram contain stereotypes for 
performance information and tags with their values. 
In this diagram we added two stereotypes: one of the 
load type as the system has a closed load with NU 
users where each user has an average delay between 
ending one session and beginning another of 20 
minutes; the other is the PAstep for labelling each of 
the messages in the diagram with a probability of 
occurring according to the performance 
requirements that we describe in the QoS.   
 

Send Form 

Terminal Play out  

Browser Video WindowVideo PlayerVideo ServerWeb Server 

 

 Process selection 

Conformation 

Initial Play out 
Initialize Player 

Show Form 
Loop *N 

Figure 8: sequence diagram of a web video application, modified from [OMG 2005] 

I. J. of SIMULATION Vol. 8 No 3                               43                 ISSN 1473-804x online, 1473-8031 print 



ABDULLATIF and POOLEY: A COMPUTER ASSISTED STATE MARKING METHOD.. 

PAClosedLode 
PApopulation= $NU 
PAextDealy= 20 min 

Figure 10: Markov chain of the video application sequence diagram  
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Figure 9: annotated sequence diagram of a web video application, modified from [OMG 2005] 
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Figure 10 shows the Markov chain performance 
model extracted from the annotated sequence 
diagram. The state a, is the initial state and is a part 
of the representation of the first synchronous 
message in the sequence diagram called process 
selection. This representation includes also the states 
b and c as the waiting and response states 
respectively. The second message in our diagram is 
initial playout this is an asynchronous message 
which will be modelled as in figure 3 with state d. 
The same is true for the rest of the messages in the 
diagram, but, as we have a loop activity frame 
surrounding the messages send frame and show 
frame, the representation of these two messages 
must be boxed in a loop model like the one in figure 
4, here the x state is represented with the f state and 

the n state is represented by the i state.  The ratios 
labelling the arcs are extracted from the PAProb tags 
in the diagram. The λ variable represents the average 
number of frames in the streams.   
 
6. CONCLUSION 
 
The performance evaluation of software systems is a 
very important task, especially in the early stages of 
a software project. Many methods for integrating 
performance analysis into the software development 
process have been proposed. It is important that any 
of these methods satisfy the main principles of 
simplicity, generality and atomicity. One of the 
methods that satisfied simplicity and generality is 
the state marking method suggested by King and 
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Pooley. In this paper it has been shown that the 
atomicity principle can also be applied to this 
method; as explained above, a method has been 
developed for systematically constructing a Markov 
chain model from a SA Sequence diagram. Even 
though the application of this method here is to 
generate Markov chain performance models from 
sequence diagrams, this method seems suitable to 
generate QN or GSPN from a SA model in a similar 
way. Although the method presented in this paper 
automates the generation of a Markov chain 
performance model from a SD SA, this method can 
only really be described as computer assisted. The 
modeller is required to know the suitable model for 
the system architecture in hand, and further the type 
of system performance variables to annotate the SA 
model with in order to generate the required 
performance data. We believe that a fully automated 
method will only exist if it provides the modeller the 
required performance data given the SA model and 
main performance data of the system in hand; such a 
method will analyse the system to find the most 
suitable performance model to represent the system 
in given the required performance results required 
by the user. This is a topic of out ongoing research.                    

Pooley, R. 1999. Using UML to derive stochastic 
process algebra models. in: J.T. Bradley and N.J. 
Davies (eds.), Proceedings of Fifteenth UK 
Performance Engineering Workshop, University of 
Bristol, UK. 

 
REFERENCES 

 
Balsamo, S., A. Di Marco, et al. 2004. Model-based 
performance prediction in software development: a 
survey. IEEE Transactions on Software Engineering 
30: 295-310. 
 
Bennett, A. J. and A. J. Field 2004. Performance 
engineering with the UML profile for schedulability, 
performance and time: a case study Proceedings 
MASCOTS '04 IEEE Computer Society’s 12th Annual 
International Symposium on Modelling, Analysis, and 
Simulation of Computer and Telecommunications Systems 
 pp67-75. 
 
Canevet, C., S. Gilmore, et al. 2003. Performance 
modelling with UML and stochastic process 
algebras. IEE Proceedings: Computers and Digital 
Techniques 150: 107–120. 
 
Force, U. 1999. OMG UML Specification, Object 
Management Group, March 1999. 
Ghezzi, C., M. Jazayeri, et al. 1991. Fundamentals 
of software engineering, Prentice Hall Englewood 
Cliffs, NJ. 
 
Gu, G. P. and D. C. Petriu 2003. Early evaluation of   
software performance based on the UML 
performance profile. The 13th Annual IBM Centers for 
Advanced Studies Conference CASCON’2003, IBM Press: 
66-79. 
 
Hillston , J. 2005.7 Oct 2005 Modelling and 
Simulation, Nov 2006, 
inf.ed.ac.uk/teaching/courses/ms/ 

King, P. and R. Pooley Using UML to Derive 
Stochastic Petri Net Models: In J. Bradley and N. 
Davies, editors, Proceedings of the Fifteenth Annual 
UK Performance Engineering Workshop, 45-56. 
 
King, P. and R. Pooley 2000. Derivation of Petri Net 
Performance Models from UML Specifications of 
Communications Software. Lecture Notes in 
Computer Science, Springer. Volume 1786/2000: 
262-276. 
 
López-Grao, J. P., J. Merseguer, et al. 2004. From 
UML activity diagrams to Stochastic Petri nets: 
application to software performance engineering, In 
Proceedings of the 4th international Workshop on 
Software and Performance (Redwood Shores, 
California, January 14 - 16, 2004). WOSP '04, 
ACM Press New York, NY, USA: 25-36. 
 
OMG 2005. UML Profile for Schedulability, 
Performance, and Time Specification. O. M. Group. 
21. 
 

 
Pooley, R. 2000. Software engineering and 
performance: a roadmap, In Proceedings of the 
Conference on the Future of Software Engineering 
(Limerick, Ireland, June 04 - 11, 2000). ICSE '00. , 
NY ACM Press New York, NY, USA: 189-199. 
 
Smith, C. U. 1990. Performance Engineering of 
Software Systems, Addison-Wesley Longman 
Publishing Co., Inc. Boston, MA, USA. 
 
Smith, C. U. and L. G. Williams 1997. Performance 
Engineering Evaluation of Object-Oriented Systems 
with SPE* ED, In Proceedings of the 9th 
International Conference on Computer Performance 
Evaluation Modelling Techniques and Tools. 
Springer-Verlag Lecture Notes in Computer Science 
1245, Springer-Verlag London, UK: 135-154. 
 
Williams, L. G. and C. U. Smith 1998. Performance 
evaluation of software architectures In Proceedings 
of the 3rd international Workshop on Software and 
Performance (Rome, Italy, July 24 - 26, 2002). 
WOSP '02, ACM Press New York, NY, USA: 164-
177. 

I. J. of SIMULATION Vol. 8 No 3                               45                 ISSN 1473-804x online, 1473-8031 print 



ABDULLATIF and POOLEY: A COMPUTER ASSISTED STATE MARKING METHOD.. 

 
BIOGRAPHY  

A M AL Abdullatif  Received 
BSc Degree in Computer 
science form King Saud 
University in Riyadh (Saudi 
Arabia), and was awarded MSc 
in Software Engineering form 
Edinburgh University now a 
first year PhD Student at 
Heriot-Watt University in 
Edinburgh. His main research 

subject is Software Performance Engineering.   
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
Rob Pooley is a Professor of 
Computer Science at Heriot-
Watt University, Edinburgh. 
His research interests include 
Performance Engineering, 
Software Engineering and ad 
hoc and pervasive networking. 
He is the author of some one 
hundred papers in these and 
other areas, as well as two 

textbooks on UML and Software Engineering. 

I. J. of SIMULATION Vol. 8 No 3                               46                 ISSN 1473-804x online, 1473-8031 print 


