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Abstract: Distributed video applications require packet delivery in real time. Compressed video exhibits high 
variability, so video smoothing techniques have been developed to reduce bit rate variability. This facilitates 
resource allocation to video streams. Scheduling the packets from various streams, in edge and core routers, requires 
careful consideration, to support the necessary Quality of Service. We present an extension to previous Round 
Robin-based scheduling strategies, which guarantees limited delay for video packets in IP networks. The scheme is a 
version of weighted Round Robin, suited to streams that display constant bit rate (CBR). The smoothing technique 
considered, the Network Constrained Smoothing, is an algorithm for transmitting pre-recorded video using CBR that 
can vary from interval to interval. Our scheduler calculates the transmission orders on a per interval basis for 
smoothed streams. We perform simulation to calculate the efficiency of the scheduler, and the results provide useful 
information to fine-tune some of the scheduler parameters. 
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1. INTRODUCTION 

Internet routers transmit packets from different 
connections, with different requirements regarding 
Quality of Service (QoS). As the Internet model is 
based on Packet Switching, in times of high traffic 
load QoS guarantees can only be achieved if some 
suitable packet scheduling strategy is adopted. One of 
the difficulties in implementing scheduling strategies 
is that of scalability, as the Internet grows and carries a 
large number of traffic flows. Scheduling strategies 
that work well for a small number of flows often are 
unable to operate under high workload with large 
number of flows, leading to unacceptably high delays 
in sorting queues of packets based on some priority 
criterion. This problem has been largely dealt with by 
the emergence in the 90’s of Differential Services, 
which prescribe a division of traffic into classes, and 
dealing with flows individually only at the edges of 
networks, where there are fewer flows per router, but 
treating all flows of a given class equally in the core 
routers, where there are large number of flows per 
router. Therefore, a solution to the scheduling problem 
should consider a composite treatment, where a per 
flow scheduler operates at the edge routers, where 
packet conditioning takes place, and a per class 
scheduler operates in the core routers. However, due 
to the aggregation of flows from different sources 
inside the Internet, we find that a hybrid approach is 

helpful, so that in the core routers the scheduler is 
class based, but some low complexity per-flow 
information is also used in order to help maintain QoS 
guarantees.  

The compressed video streams we consider in this 
paper are transmitted into the Internet following a 
traffic smoothing algorithm, Network Constrained 
Smoothing [Bewick et al, 2002, Bewick et al, 2005], 
whereby the high variability of MPEG-compressed 
video streams, see Fig. 1, is reduced to a sequence of 
Constant Bit Rate intervals, where in each interval the 
bit rate may differ from that of other intervals. We 
present a scheduling strategy that enables such streams 
to meet their delay requirements and mostly preserve 
the low complexity of core routers as prescribed by the 
Differential Services (Diffserv) framework. 

This paper is structured as follows: Section 2 describes 
the Network Constrained Smoothing scheme. This is 
followed, in section 3, by a presentation of a 
packetised version of Round Robin Scheduling, which 
is analogous to the one adopted in this paper. In 
section 4 we present the detailed scheduling strategy 
for NCS traffic, followed by an evaluation of its 
performance. Suggestions for the continuation of this 
work are presented in section 6 followed by the 
conclusions in section 7. 
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2. NETWORK CONSTRAINED SMOOTHING 

Pre-recorded compressed video sequences can be 
smoothed prior to transmission using the principle of 
work ahead smoothing. This is based on the fact that 
peaks and troughs in the data rate generated by 
compression can be smoothed by sending data ahead 
of schedule. Naturally, crafting such a schedule 
necessitates a buffering strategy at the receiving end in 
order to hold the data associated with video frames 
that were sent ahead of schedule. As the server is 
sending data earlier, it has a certain amount of 
freedom to decide how much data to send early and 
when exactly to send the data. This freedom has led to 
various different solutions to smoothing, each solution 
being an attempt to improve or maximise a particular 
attribute of the resulting smoothed stream. Another 
important factor in choosing a given smoothing 
solution are the parameters that constrain the degree of 
smoothing achievable: Buffer sizes, complexity of the 
algorithm, data play-out deadlines, etc. 

Salehi et al [Salehi et al, 1998] propose an algorithm 
for optimal smoothing that for a given buffer size, the 
resulting schedule displays minimum variability in the 
number of time that the CBR rates change. The on-line 
smoothing work published by Rao and Ravanghan, 
[Rao and Ravanghan, 1999] combines the speed and 
flexibility of on-line algorithms with the benefits of 
“optimal” buffer constrained a priori knowledge of 
pre-recorded video. The algorithm presented in [Hadar 
and Cohen, 2001] structures the smoothed CBR 
segments into equal-sized intervals. They present 
results that consider using buffers that are several-fold 
larger than the 64k-1MB range of buffers used in the 
analysis in [Salehi et al, 1998] of the optimal 
smoothing algorithm. The larger buffers enable the 
research to focus on criteria such as interval frequency 
and multiplexing gains. They extend the work in 
[Hadar and Greenberg, 2000] and describe the 
enhanced Piecewise Constant Rate Transmission and 
Transport (e-PCRTT).  

The smoothing algorithm we developed, Network 
Constrained Smoothing, was the first algorithm to 
consider network bandwidth as a constraint for 
calculating the transmission schedule. A detailed 
description of the NCS algorithm appears in [Bewick 
et al, 2002, Bewick et al, 2005]. In this section, we 
shall present an overview of the NCS algorithm which 
is required for understanding the scheduling strategy 
described later in the paper. 

The basic principle of NCS is that, in order to smooth 
traffic efficiently, knowledge of network loading 
should be used in order to exploit periods of low 

loading in order to send more data, and conversely to 
avoid busy periods, in which less data should be sent.  

Fig. 2 shows a simplified view of predicted loading 
along a given path in a network, over a number of time 
intervals. 

 

The NCS algorithm uses the values of available 
bandwidth along a chosen path, over as many time 
intervals as required for the transmission of the full 
video – in Fig. 2 the available bandwidth in interval n 
is represented by xn- as one of the inputs to the 
smoothing algorithm. Other inputs include the buffer 
size at the receiving client and the play-out deadlines 
for each frame. One important aspect of NCS is that 
all time intervals are of equal duration, which 
facilitates synchronisation and the management of the 
overall scheme. The resulting transmission schedule is 
a sequence of CBR intervals. The idea of the 
transmission interval lies at the heart of the scheme: 
All NCS streams are transmitted as sequences of 
intervals, and moreover the intervals are the basis for 
routing and resource allocation. In examples provided 
in our previous papers [Bewick et al, 2002, Bewick et 
al, 2005], typical interval lengths are a few minutes. 
When a new connection wishes to start, admission 
control takes place by ensuring that the stream can be 
smoothed based on the resources available at each 
interval. All routers synchronise the beginning and end 
of each interval, which then acts as a beat for the 
entire network. Streams, naturally, may start and/or 
end in the middle of an interval, as depicted in Fig. 3 

The bit rate in each transmission interval is Constant 
Bit Rate, and normally the CBR rate in each interval 
will be different from the rate in other intervals. The 
scheduler needs, therefore, to operate on a per interval 
basis, as each stream will require a change in 
transmission bandwidth with each new interval. 
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Figure 1. The variability of a compressed unsmoothed video stream. 
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Figure 2. Total loading and available bandwidth over various time intervals. 
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Figure 3. Time divided into equal sized intervals. The diagram shows a short stream spanning 4, with 
segments 1 and 4 shorter than a full network-wide interval. 

 
 
 

3. SCHEDULING – PACKETISED ROUND 
ROBIN 

Diffserv and MPLS, together, can be used to provide 
QoS to various flows according to their requirements. 
Generally, with Diffserv the expedited forwarding 
(EF) class is reserved for applications that are very 
sensitive to delay and packet loss. Various schedulers 
have been proposed to implement the required per hop 
behaviour associated with EF [Zeng et al, 2004] 
[Minagawa and Kitami, 2004] []Zang and Ferrari, 
1993 [Bennett et al, 1997], including priority queueing 
and Round Robin (RR). It has been shown that priority 
queueing can have lower delay and lower delay jitter 
than RR [Jacobson et at, 1999]. However, it causes 
greater burstiness at core routers which could cause 
the EF packet arrival rate to temporarily exceed the 
reserved service rate at core routers, thereby resulting 
in packet losses [Ferrari and Chimento, 2000].    

Round Robin or fair queuing disciplines do not lead to 
increased burstiness. However, when packet sizes vary 
greatly, and this is not taken into account, RR does not 
provide delay guarantees. When the packet size 
variability is carefully considered and taken into 
account in a controlled manner in the RR scheme, we 
can still achieve the required guarantees.  

4. SCHEDULING NCS TRAFFIC 

The scheduling of NCS traffic needs to take into 
account the streams’ bit rate changes from interval to 
interval. Therefore, scheduling takes place on a per 
interval basis. We assume that NCS traffic flows form 
a class of traffic, such that the scheduling of this class 
can be isolated from other classes, as in Diffserv. Due 
to the real time nature of real time video, the highest 
priority is assigned to it. There may be other similarly 
high priority classes, such as voice over IP or MP3 
audio, which could be assigned some other slice of the 
total bandwidth in isolation from video. Scheduling 
for voice and MP3 was considered in a previous paper 

[Pereira and Mokhtar, 2005]. These two forms of 
delay sensitive traffic can be treated as two separate 
sub classes, the approach taken in this paper, or they 
can be integrated into one class, which we shall 
consider in the future. 

For the sake of simplicity, we start by considering a 
single time interval, in which each NCS stream 
transmits at a constant bit rate. The objective is to 
consider a discipline that will limit the delay of the 
packets associated with each stream, and also to help 
police the traffic entering the network, so that QoS 
guarantees can be maintained. The complete solution 
involves a new transmission schedule for each 
interval, when the CBR rate of each connection 
changes. 

The proposed scheduler also exploits the periodicity of 
video streams, where data is generated regularly, and 
at a given rate within an interval when NCS is used. It 
attempts to minimise packet size variability, so that the 
benefits associated with RR scheduling can be 
maintained. We consider MPEG-2 compressed typical 
values: Mean bit rate 4 Mbps after compression. As 
the data has been smoothed, and the smoothing 
interval is typically of the order of a few minutes, the 
resulting smoothed transmission is normally unlikely 
to feature great variability from the mean 4 Mbps.  

So, we consider for the sake of our calculations, that 
the minimum CBR rate is 400Kbps(base rate). It is not 
necessary to define the maximum, as we will see, but 
the minimum rate specifies the transmission slot size 
and needs to be defined. We also define the packet 
size as 1000 bytes payload. Real time video is 
assumed to be carried by RTP/UDP/IP packets, for a 
total of 40 bytes of headers. 

Each packet of 1000 bytes corresponds to 20 ms of 
data from a 400Kbps stream. Therefore, we can define 
a scheduling cycle, equivalent to 20 ms of real time, 
where a stream of 400Kbps would transmit one packet 
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of 1000 bytes, a stream of 4Mbps would transmit 10 
packets of 1000 bytes, and so on. It is easy to see that 
streams at multiple rates of the minimum rate (400 
Kbps) would transmit an integer number of 1000 bytes 
packets per cycle. For the sake of simplicity, we first 
consider that the smoothing stage produces only CBR 
rates that are multiples of the base bit rate, and then 
we generalise the scheme for all possible rates. 

In each scheduling cycle, corresponding to 20 ms, the 
router will be able to transmit many packets of 1000 
bytes payload, or 1040 bytes including the header. The 
total number naturally depends on the link bandwidth 
and the proportion of this bandwidth that will be 
assigned to the video class. For instance, and edge 
router may assign less bandwidth to the class than a 
core router that has higher capacity and may multiplex 
streams that entered the network through different 
edge routers. What needs to be considered is the 
ability of each router to transmit, in each cycle, all the 
packets associated with each stream. We consider the 
edge router scheduler first. 

4.1 Edge Router Scheduling 

The added task of policing traffic, as well as shaping it 
to help prevent burstiness, differentiates the edge route 
scheduler. The edge router will schedule the streams 
of the NCS class in the following way: It will schedule 
the transmission based on 1040 byte slots. The first 
step is calculating how many slots can be transmitted 
in 20ms given the bandwidth assigned to the class. 
Next, each stream will be allocated as many slots as 
necessary based on their CBR rate. The slots of each 
stream will be spread over the cycle in order to reduce 
burstiness.  

Consider for instance an edge router with transmission 
capacity of 300 Mbps. Assume that 10% of this 
bandwidth is assigned to the NCS class. Therefore, 
this router can accommodate 72 slots. This is the 
number of slots that can be transmitted in 20 ms at 
300Mbps.  Streams would use as many slots as needed 
for their CBR rate. For instance, a stream (stream A) 
transmitting at 1.2 Mbps would require 3 slots, another 
(Stream B) transmitting at 6 Mbps would require 15 
slots, yet another (Stream C) transmitting at 4 Mbps 
would require 10 slots. In order to carry out the 
scheduling, a vector can be generated to represent the 
stream associated with each slot. 

 

[ABC - - - B - - C - B - - A - BC- - - …] 

 

The positions in the vector represent scheduling of a 
packet from stream A, B, C, or blank, if there is spare 

capacity. For each stream, the entries in the vector are 
calculated: 

Element number = First slot used + N * (Vector 
Length/(Stream Bandwidth/Base Rate)),  

 

N = 1, … ((Stream Bandwidth/Base Rate)-1) 

 

The first slot used depends on the order in which 
streams were started: in the example above, A was the 
first stream, therefore it occupies the first slot. Each 
stream can only transmit a packet during a slot that has 
been assigned to it. This, in addition to scheduling, 
also performs shaping and policing of the traffic 
entering the network.  
4.2 Core Router Scheduling 

The scheduling at the core routers is simpler than at 
the edge routers. At the edge routers, all slots are 
allocated to specific connections, so as to guarantee a 
given inter packet delay at the ingress points of the 
network. Core routers only need to make sure that the 
total number of slots to transmit for all connections is 
less then the allocated bandwidth. Traffic entering the 
network has been policed and shaped by the edge 
routers. In addition, it may no longer be desirable to 
order all the packets in RR fashion due to the variable 
delays across different network paths, as well as lack 
of synchronisation between the various sources. The 
main issue is for the scheduler to transmit the correct 
number of packet per connection in each 20 ms cycle. 
For each stream, the scheduler needs to keep a 
counter, so that it stops transmitting when the counter 
reaches the maximum number per cycle for each 
stream. In the example above, the scheduler will keep 
a value of 15 for stream B, and would transmit up to 
15 packets per cycle for this stream.  

4.3 Generalised Scheme for all CBR rates 

We now consider a generalisation to include bit rates 
that are not multiples of the base rate. Clearly, it is not 
possible to have a fixed non-integer number of packets 
to transmit per cycle, so the solution we adopt is to 
have variable packet sizes, in a controlled manner.  

As the base rate used is 400Kbps, we can have a 
situation where possibly any CBR rate higher than this 
minimum occurs. In fact, this should be the most 
common case, unless the NCS algorithm was changed 
to select CBR rates that are multiples of the base rate. 
So, supposing that a stream, say D, to be scheduled at 
a given interval has bit rate R, which is not an integer 
multiple of 400Kbps. In this case, we proceed as 
follows: 
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Step 1: Find the smallest multiple of the base rate, 
which is greater than R; Call this rate Rm 

 

Step 2: Determine the elements in the scheduling 
vector as 

 

Element number = First slot used + N * (Vector 
Length/(Rm/Base Rate)),  

 

N = 1, … ((Rm/Base Rate)-1) 

 

Step 3: Adjust the packet size in order to obtain the 
correct bit rate: 

 

Packet size for stream D = ((1000*R/Rm) + 40) 
bytes. 

The net result is that the vector will reserve 
transmission slots that are slightly larger than the 
packets. However, as we will show, this will only lead 
to a very small drop in efficiency. This is because, as 
the average bit rate is much greater than the base rate 
(in the examples used here, by a factor of 10), the 
packet sizes will be only slightly smaller than the slots. 
Moreover, the only cases in which the packet sizes 
will be considerably smaller than the slots occur at 
very low CBR rates, which means that the number of 
such packets is only 1 or 2 per cycle, and therefore this 
will have very low impact on efficiency. A few 
examples follow: 

R = 550 Kbps: 

Rm = 800Kbps and R/Rm = 0.688, Packet size = 
728 bytes. This represents a packet which is 70% 
the size of the time slot. This packet will occur 
twice in a cycle. 

R = 4100 Kbps: 

Rm = 4400Kbps and R/Rm = 0.93, Packet size = 
970 bytes. This represents a packet which is 93% 
the size of the time slot. This packet will occur 
eleven times in a cycle. 

R = 6050 Kbps: 

Rm = 6400Kbps and R/Rm = 0.95, Packet size = 
990 bytes. This represents a packet which is 95% 
the size of the time slot. This packet will occur 
sixteen times in a cycle. 

We notice that at around the mean bit rate for MPEG 2 
compression, allowing any packet size leads to 

approximately 7% over allocation of slots. Only at 
very low bit rates, this can lead to drops in packet 
sizes that are considerable. However, such small rate 
packets are very few and overall have little effect on 
the efficiency of the scheme. In the next section, we 
carry out simulation runs to calculate the efficiency of 
the scheduler for various video transmission 
configurations.  

5. EVALUATION 

In [14], it was shown that a round robin discipline, 
weighted according to different rates, but with 
constant packet sizes, has many desirable features, e.g. 
isolation between streams, simplicity of 
implementation, efficiency regarding resource 
reservation and the flexibility to support different bit 
rates. It has also been shown that the end-to-end 
queuing delay is limited, regardless of the number of 
nodes in the path [Mokhtar et al, 2001]. All these 
advantages translate directly to the NCS RR scheme 
presented in this paper, as the scheme is based on the 
same principles of Round Robin weighted by the bit 
rate: The only difference is that, when all bit rates are 
allowed, there is a drop in efficiency in order to 
maintain the delay guarantees. Optimised 
implementations of this scheme could operate on a 
work-conserving mode where the next packet in the 
vector can be served immediately after the end of a 
short packet, thus avoiding the drop in efficiency. 

In this section, we present our simulation based 
experiment, whereby a number of NCS smoothed 
video streams are transmitted using our weighted 
round robin packet scheduler. The main objective of 
the experiment is to observe the impact on the 
scheduler efficiency of the following parameters: 

• Average bit rate per stream; 

• Scheduler base rate; 

• Network Loading. 

 

For the experiment, we used three groups of video 
traces, all 60 minutes long, compressed using an 
MPEG4 encoder. The traces used are available from 
[15], a library of traces and related statistics at the 
Video Traces Research Group, University of Arizona.  

The main difference between the traces in each group 
is that they were encoded at different quality levels, 
leading to different mean bit rates. Table 1 presents 
the basic information about the traces used: 

The reason why the 3 quality groups were chosen is 
because, as was discussed above in section 4.3, the 
relationship between the CBR rates and the base rate 

I. J. of SIMULATION Vol. 8 No 3                                 52                       ISSN 1474-804x online, 1473-8031 print 
 



PEREIRA et. al: EFFICIENT REAL-TIME PACKET SCHEDULING FOR SMOOTHED VIDEO STREAMS 

value is expected to impact on the efficiency of the 
encoder. The simulations were configured in order to 
show this effect. For each of these groups, simulation 
runs were carried out in the following way: traces 
from the 5 different movies were smoothed and 
scheduled repeatedly until a certain utilization level 
was reached (20%, 50% and 80% utilization values 
were used for each group). Once the utilization level 
was reached, and with all the traces smoothed and 
scheduled, the efficiency was calculated as the ratio of 
total number of bits actually scheduled for 
transmission in an interval, divided by the number of 
bits that would have been transmitted if all packets had 
the maximum packet size allowed (1040 bytes). 
 
The following values were used throughout: 
 

• Router Bandwidth available for the video 
class transmission: 10 Mbps; 

 
• Smoothing Interval: 1 Minute. 

 
• Scheduler Base Rate: Ranging from 5 Kbps 

to 60 Kbps, in 5 Kbps steps. 
 
The last set of values, i.e. the Scheduler Base Rate, 
were chosen to be considerably smaller than the 400 
Kbps that was proposed in section 4 for the following 
reason: As we are using traces of MPEG4 for our 
simulation, with much lower bit rate than the typical 
MPEG 2 (4 Mbps average), we had to reduce the base 

rate accordingly, otherwise the scheduler would be 
very inefficient. 
The simulations were run for 60 minute traces, and the 
smoothing interval was chosen as 1 minute. It is to be 
noted, therefore, that the packet schedule should 
change at the beginning of every interval, as the CBR 
values of each stream change, as prescribed by the 
smoothing algorithm. As a result, the scheduler 
efficiency of each run is in reality a set of values, one 
for each interval. In the graphs presented below, for 
each simulation run we show 3 values of efficiency: 
the Maximum, the Average and the Minimum 
efficiency, calculated over the set efficiencies of all 
intervals in the simulation. To clarify, the Minimum 
efficiency was the lowest efficiency value for the 
scheduler of all the 1 minute intervals of a given 
simulation run. Similarly for the Maximum efficiency. 
The Average efficiency was computed as the total 
number of bits transmitted over the whole simulation 
run divided by the maximum number of bits that 
would be transmitted if all packets had maximum size. 
Clearly, by definition, the Maximum efficiency line in 
each graph is the top line, the Minimum efficiency line 
is the bottom line, and the average efficiency line lies 
in between the Maximum and the Minimum lines. 

 

 

 

 

 
 
 
 

Low Quality Medium Quality High Quality Movie 
Mean Peak Mean Peak Mean Peak 

Star Wars IV 53 Kbps 940 Kbps 78 Kbps 940 Kbps 280 Kbps 1.9 Mbps 
Silence of the Lambs 110 Kbps 2.3 Mbps 180 Kbps 2.4 Mbps 580 Kbps 4.4 Mbps 

Jurassic Park I 150 Kbps 1.6 Mbps 270 Kbps 1.7 Mbps 770 Kbps 3.3 Mbps 
Mr. Bean 110 Kbps 1.5 Mbps 180 Kbps 1.5 Mbps 580 Kbps 3.1 Mbps 

First Contact 69 Kbps  1.2 Mbps 110 Kbps 1.2 Mbps 330 Kbps 2.5 Mbps 
 

Table 1: Mean and Peak rates for trace files used in simulation experiment 
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Figure 4: Scheduler efficiency against base bit rate. Low quality group at 20% utilisation 

 
 

 
Figure 5: Scheduler efficiency against base bit rate. Low quality group at 50% utilisation 
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Figure 6: Scheduler efficiency against base bit rate. Low quality group at 80% utilisation 

 
Figure 7: Scheduler efficiency against base bit rate. Medium quality group at 20% utilisation 
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Figure 8: Scheduler efficiency against base bit rate. Medium quality group at 50% utilisation 

 
 

 
Figure 9: Scheduler efficiency against base bit rate. Medium quality group at 80% utilisation 
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Figure 10: Scheduler efficiency against base bit rate. High quality group at 20% utilisation 

 

 
Figure 11: Scheduler efficiency against base bit rate. High quality group at 50% utilisation 
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Figure 12: Scheduler efficiency against base bit rate. High quality group at 80% utilisation 

 
 

Inspection of the results in figures 4 to 12 indicate that 
for each group of video streams, the efficiency 
decreases with an increase in the base bit rate. This 
confirms the overall analysis in section 4.3, but 
provides a better understanding of the scale of the 
efficiency drop. In fact, the worst case encountered 
was for the low quality group when the base bit rate 
was 60 Kbps. This base bit rate is, in fact, quite high 
when the mean bit rates in table 1 are considered. Yet 
the minimum efficiency over all intervals was around 
65%, with the values largely independent of utilization 
levels. 
 
It can also be noted that the efficiency values obtained 
appear to be largely independent of the network load 
applied. This can be explained in the following way: 
As the network load increases through all intervals, 
the smoothing algorithm generates CBR rates that are 
not very different to when all intervals have lower 
load. 
 
Overall, the results appear consistent with what was 
expected though the analysis. We note the overall 
shape of all the curves is similar, but importantly the 
average efficiency, even for the low quality videos 
with high base bit rate (60 Kbps), which should be the 

worst combination, is around 80% for all loads, and 
for the high quality video group the worst case 
efficiency averages are around 95%. The basic bit rate, 
when carefully selected, leads to very high efficiency 
for the scheduler, which, coupled with the delay 
guarantees associated with the weighted round robin, 
provides a very good solution to this class of 
smoothed pre recorded video. 

6. FUTURE WORK 

The scheme presented in this paper could be further 
developed to consider two versions: a work-
conserving and a non-work-conserving in more detail. 
Implicitly, this paper assumes a non-work-conserving 
mode. Another future consideration will be to 
integrate this scheduler with Round Robin scheme 
developed for audio streams. In the present work, we 
have assumed the two traffic types, video and audio, 
as belonging to two different Diffserv classes, but it 
may be more efficient to integrate them into one class. 

7. CONCLUSIONS 

In this paper, we presented a round robin scheduler for 
smoothed, real time traffic. A brief overview of the 
Network Constrained Smoothing (NCS) was first 
presented, and the advantages of weighted round robin 
scheduling discussed, before the NCS traffic scheduler 
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was presented. The scheduler assumes a class based 
traffic differentiation, along the lines of IP Diffserv 
mechanism. Scheduling packets at edge routers and 
core routers is described: Initially a simplified model 
is presented where only multiples of the base bit rate 
are allowed, and then the scheme is generalized to 
allow all bit rates. Our solution involves maintaining 
the packet rates, but varying the packet sizes according 
to the various bit rates: We performed simulation 
experiments in order to study the efficiency of the 
scheduler under various configurations. We show that 
the scheduler leads to only very small changes in 
efficiency, but the delay guarantees are maintained: 
The scheduler incorporates all well known advantages 
of weighted round robin schemes, and very little 
complexity is required at the core routers. The edge 
routers scheduler automatically performs traffic 
policing and shaping, enabling the core routers to have 
a more simplified scheduler. 
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