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Abstract — Load testing of IT applications is fraught with the challenges of time to market, quality of results, high cost of 
commercial tools, and accurately representing production like scenarios. It would help IT projects to be able to test with a small 
number of users and extrapolate to scenarios with much larger number of users. This in turn will cut down cycle times and costs 
and allow for a variety of extrapolations closer to production. In this paper, we present a simple extrapolation technique based on 
statistical empirical modelling that analyses application workload based on its service demand on various system resources. The 
proposed strategy is also applied to predict the performance of mixture workloads before the system encounters any hardware 
resource bottleneck. The strategy is found to be more than 90% accurate for a range of applications running across a number of 
hardware servers. The technique has currently been validated for scenarios where the hardware is the bottleneck and is extensible 
to a wider range of scenarios as well. 
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I. INTRODUCTION 

Complex IT applications today need to scale to 
thousands of concurrent users. Their performance 
scalability is usually assessed through load testing which is 
the process of subjecting a system to a desired work level. 
A typical IT application comprises of multiple components 
with multi-tiered architecture and is deployed in a 
distributed complex environment.  Before the application 
is deployed on the production server, the application 
owners would like to get answers to the following 
questions through load testing:  

 What hardware and software resources are needed 
to guarantee that system performance meet the 
service level agreements (SLAs) under the given 
workloads? 

 What is the maximum load level that the system 
will be able to handle? 

 What would be the average response time, 
throughput and resource utilization under the 
expected workload? 

 What are the bottlenecks of the system? 
To obtain a qualitative idea of how well a system 

functions in the "real world" for a large workload, it is 
desirable to perform load testing in a production-like 
environment. But testing for a large number of users calls 
for significant investment in load test environment and 
commercial load testing tools with limited virtual user 
licenses. Moreover, significant time needs to be invested 
to test and time the application and meet the SLAs.  

The other challenge in load testing is to accurately 
characterize the production server workload.  In case of 
critical enterprise applications, every production server 
workload has distinct performance characteristics in 

storage access, processing power, and memory 
requirements that affect the scalability of the application. 
Moreover, in some organizations, different workloads 
frequently run side by side on the same hardware. In such 
a situation, rather than demand of the individual workload, 
the aggregate demand of the multiple classes of workloads 
running together decides the outcome of load testing.  

Besides, an IT application access pattern may undergo 
a change or shift during operation of the system resulting 
in a change in the mixture of production workloads. In 
order to ensure that the application still meets SLAs, this 
change in turn may necessitate redoing the entire testing 
exercise. 

 To address these challenges, we require an 
extrapolation strategy that would take into account load 
testing results with certain workload mixture and allow us 
to systematically predict the performance for larger 
workload of the same or different workload mixture.  This 
paper proposes such an extrapolation strategy which does 
not require knowledge of the application functionalities 
but is able to predict the performance of the system for 
varied workloads.  

Though there have been earlier attempts to address the 
problem using performance models such as simulation 
models [1], [11] or analytical models [5], [8], [10], most of 
these models deal with specific application benchmarks 
and are validated against a certain specific hardware 
configuration. A well-known technique that is used to 
predict performance of a closed multi-class system is mean 
value analysis (MVA)[9]. However, accuracy of MVA 
algorithm for higher number of users especially for mult-
class scenarios close to system saturation level is not 
guaranteed. We propose a generic performance 
extrapolation tool that is validated against a number of 
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applications and is extensible to multiple hardware 
configurations.  The significant contributions of the paper 
can be listed as follows: 

 Given the throughput of the application and 
utilization of various system resources while 
performing the load testing only for a number of 
users (e.g., 50—400 users), the proposed 
extrapolation technique is able to extrapolate 
throughput for more than 6000 users thus reducing 
the load testing time drastically.   

 The extrapolation strategy is applicable to mixture 
of workload scenarios where individual workload 
may have very different characteristics in terms of 
system resource requirement. 

 Ingredients of our solution are based on simple 
mathematical tools such as linear regression and 
statistical S-curve. Thus, using two previously 
known techniques, the proposed solution is able to 
extrapolate application performance without any 
details of the system functionalities.  

 The proposed solution is verified with a number of 
sample applications and over a number of server 
configurations. 

The paper is organized as follows: Section II outlines 
the related work and Section III formulates the specific 
problem of extrapolation. Section IV provides the testing 
setup. Section V discusses three extrapolation techniques. 
Section VI outlines strategy for computing the maximum 
throughput of the system. Section VII discusses how the 
extrapolation strategy can be applied for multiple 
applications workload. The paper is concluded in Section 
VIII. 

II. RELATED WORK 

Two well-known approaches for extrapolating from a 
test environment to a production configuration are 
discrete-event simulation modeling and analytical 
modeling. Extrapolation using simulation modeling [1], 
[10], [11] involves representing each of the components of 
the infrastructure in the simulation and   implementing the 
business function flow through the system.    

Analytical models based on various queuing network 
[5], [8] [9] can be cost-effective solutions as opposed to 
simulation models but unlike our strategy, even these 
models are built for specific applications.  A non-state-
space queuing network model [8] is proposed for a specific 
J2EE application. Authors in [2] demonstrate how model 
building along with load testing information can help in 
making the application ready for deployment.  

The challenge of performing load testing using 
production-like environment is also addressed by Silk 
Performer’s Cloudburst [12] that enables large load testing 
using the enterprise cloud services.  

A hybrid methodology combining layered queuing 
network and industry benchmarks is proposed in [13] for 
extrapolating performance measures of an application in 
case of any hardware resource changes. Application 
workloads can be modeled using methodologies provided 

by Performance Engineering Associates (PEA) [10] and 
they can be used to predict the performance when server is 
upgraded.  

But in all these cases, model building requires 
knowledge of the application whereas in our strategy an 
application can be taken as a black box and only the load 
testing results are required for extrapolation. Besides, our 
technique does not require any modeling background and 
any person with minimal programming background would 
be able to make use of it. 

III. PROBLEM FORMULATION  

The paper considers load testing of an IT application 
that is accessed by N users as shown in Figure 1. It is 
assumed that users submit requests and wait for responses. 
The average response time of a request is denoted by the 
symbol R. A user typically spends time in entering the 
details of the request or in reviewing the responses—the 
time that a user spends outside of waiting for a response, is 
referred to as think time. The average think time of a user 
is denoted by the symbol Z. The number of requests per 
unit of time (usually seconds) is the throughput of the 
system and denoted by the symbol X.  Both X and R are 
functions of N.  

Then the problem of extrapolation can be defined as 
follows: 

Given the actual throughput and response time X and 
R of the system for a certain number of users on a specific 
deployment scenario, using extrapolation the technique 
must provide an estimate of the performance of the system 
for a larger number of users. 

Given a certain mixture of users (workload mixture), 
the extrapolation technique requires to provide the 
performance metrics for larger load even if the workload 
mixture changes in future.  

The difference between predicted throughput and 
actual throughput for a given number of users is referred to 
as the prediction error. The goal is to reduce the prediction 
error for all values of users especially for a large number 
of users. In this paper, virtual users in load testing are 
referred to as the load of the system. 

The extrapolation strategy assumes that the server 
configuration on which the applications are running and 
initial performance metrics are gathered remains 

   Figure 1: IT Systems  with N concurrent users 
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unchanged for larger number of users. Thus, the 
performance extrapolation of a set of applications is 
performed only in terms of load. 

IV. TEST SETUP 

The proposed strategy is validated using load testing 
results of a number of sample applications. All load testing 
is done with Apache Tomcat 6.0 as the application server 
and MySql 5.5 as the database server which is hosted on a 
different machine other than the application server. Load 
testing is done using FASTEST [7], a framework for 
automated system performance testing based on grinder 
that provides a single report of load testing correlating 
different metrics. 

The strategy is tested with sample applications such as 
iBatis JPetStore [6] – an eCommerce J2EE benchmark, a 
telecom reporting application on mobile usage with a star 
schema and an eQuiz system – an online quizzing system 
used to identify and reward the best technical talents in a 
large IT company. All the sample applications are tested 
with three server configurations as given in Table I. These 
servers are categorized into high, mid and small-range 
servers based on the number of CPUs, available RAM and 
amount of disk space. 

TABLE I.  SERVER CATEGORIES FOR TESTING APPLICATION 

Server Category Features 

High Range Servers 8 Core CPU 2.66 GHz Xeon with 
1MB L2 cache, 8 GB Physical RAM  

Mid-range Servers Quad Core AMD Opteron CPU 2.19 
GHz  with 2MB L2 cache, 4 GB RAM 

Low-range Servers Inter ® Core Duo CPU 2.33 GHz with 
4MB Cache,  2 GB RAM 

 

V. EXTRAPOLATION TECHNIQUES FOR INDIVIDUAL 
APPLICATIONS 

Performance extrapolation requires that a sample 
application is tested for a small number of users and 
throughput values are obtained from the testing report. 
These values are further used to predict throughput for a 
larger number of users. But before applying an 
extrapolation strategy, following assumptions are made 
regarding the sample application: 

 The basic tuning of the application is done and it 
is observed that the throughput increases with 
increase in the number of users. 

 No software bottlenecks such as locks, sockets, 
connection pools or thread pools become the 
bottleneck for the application as it is scaled to 
larger number of users. In other words, suitable 
higher values are already being used for these 
configuration parameters. 

Below we describe three alternative techniques of 
extrapolation as they are applied to various sample 
applications. 

A. Linear Regression 

Linear regression is useful in many practical 
applications for extending an approximately linear 
function to points close to existing data points.  However, 
the technique may cause larger error for predicting results 
farther off from the existing data points. As throughputs 
are known for low number of users, linear extrapolation is 
used for extrapolation.  Its advantages are computational 
simplicity and ease of application. Linear regression 
assumes that the past trend continues in the future and the 
entire information regarding the data trend is embedded in 
the past and present data series. However, this does not 
take into account any external conditions or constraints 
and it fails if due to certain conditions the past trend of 
data series does not continue.  

Throughput of a system is limited by either hardware 
or software bottlenecks. Before a system encounters any 
bottleneck, the throughput would increase linearly with the 
number of concurrent users. In such a scenario, each user 
is going to receive additional pages from the server thus 
leading to an increase in the total throughput at a constant 
rate (linear increase). This indicates that linear 
extrapolation is an obvious choice for predicting 
throughput of a system until the system encounters a 
bottleneck. This hypothesis is validated below. 

Fig. 2 shows the result of extrapolation using linear 
regression where x-axis gives the number of users and y-
axis gives the throughput in terms of pages/sec. It also 
shows the actual throughput obtained from load testing of 
a sample application from 100 users to 4000 users.  Load 
testing results up-to 400 users are used by linear 
regression. In Fig. 2, we observe that the predicted 
throughput is very close to the actual throughput until the 
number of users reaches 2000. As the throughput 
approaches towards the upper bound, the rate of increase 
of the throughput reduces until the rate drops to zero when 

the throughput actually reaches the upper bound. But 

 
Figure 2. Extrapolation using Linear Regression and S curve 
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Figure 4. Performance of Mixed Mode Technique 

extrapolated throughput using regression is not able to 
reflect this trend. Consequently, beyond 2000 users, the 
prediction error is high i.e., (> 10%). Hence, another 
alternative technique is explored. 

B. S-Curves 

Mathematical S-Curves, for example, logistic curves 
are sigmoid functions with the shape of alphabet S. These 
curves are used to estimate or forecast the rate of adoption 
of a technology.  S curve represents correctly the rate at 
which the performance of a technology improves or 
market penetration of a product happens over time. 
Implicit in S-curve are assumptions of slow initial growth, 
subsequent rapid growth, and followed by declining 
growth as product penetrations reach certain saturation 
levels. S-curves are also used in project management for 
representing the various expenditures of resources over 
the projected time of the project. 

The characteristic of initial increase followed by 
saturation makes S-curve a natural choice for 
extrapolation of throughput before the saturation level. If 
the number of users for load testing is N, then the 
following formula represents the throughput X using S-
curve: 


 

Here Xmax gives the maximum throughput a system 
can achieve and constants a and b are estimated through 
standard linear estimation using a set of initial throughput 
values from load testing result. 

Fig. 2 shows the throughput obtained from 
extrapolation using S-curve. This technique uses the 
actual throughput from 100 users to 400 users and it 
predicts the throughput for the remaining 500 users to 
4000 users. The maximum throughput is taken as 595 
pages/sec and is derived based on the resource service 
demand as outlined in Section VI. It can be observed that 
S-curve has a steep rate of increase. From 500 users to 
1300 users, the throughput increases from 104 pages/sec 
to 541 pages/sec, thus reaching close to the maximum 
throughput. 

Thus, S-curve incurs high error for lower loads but 
predicted throughput is close to actual throughput when 
throughput saturates for higher loads. 

C. Mixed Mode 

Finally, we propose an alternate solution referred to as 
Mixed mode which uses a combination of linear regression 
and S curve. The technique is first proposed in our earlier 
work [3]. Regression method provides better accuracy for 
smaller number of users; it is used initially to predict the 
throughput until the throughput predicted reaches a certain 
threshold (Xth). This threshold indicates the load beyond 
which there is a declining rate of growth for throughput. 
Beyond this point, S-curve is used to predict the 
throughput. Currently the threshold point is decided based 
on the utilization of bottleneck resource that decides the 
maximum throughput of the application.  

Initialize (Ni, Xi) i=1…5 using load testing results
- Estimate a linear regression using set of (Ni, Xi)
- Extrapolate X for larger Nj > N5

-Using demand for bottleneck resource, compute  utilization 
Uj

   If (Uj > 60%) then 
      - Xth is reached, assign Nth = N 
      - Using the regression obtain  (Nj, Xj ) for
                             Nj= Nth, Nth-100.. Nth-400
      - Initialize S-curve with set of  (Nj, Xj )'s
      - Extrapolate using S curve till Xmax is reached

 
Figure 3: Algorithm for Mixed Mode Extrapolation 

 
Fig. 3 presents the steps involved in Mixed mode 

extrapolation. It assumes that load testing results provide 
two sets of input: (1) throughput values for at least five test 
scenarios (Ni, Xi)’s, (2) utilization of resources on the 
servers where the test is performed. The throughput values 
are used to initialize the linear regression equations and 
utilization of bottleneck resource (discussed later) is used 
to decide how far to use linear regression technique.   

As the utilization of the bottleneck resource reaches 
close to 60%, using the queuing theory it is known that 
response time starts to increase and hence the rate of 
increase in throughput drops. This value of users is 
referred to as Nth in the algorithm. At this point, another 
set of (Nj, Xj)’s are obtained using the same linear 
regression. These values are used further to initialize the 
parameters of an S-curve equation which is then used for 
extrapolation for larger values of users.  

Fig. 4 shows the performance of all three techniques 
and it can be observed that the performance of 
extrapolation using Mixed mode exceeds that of two other 
techniques. Mixed mode technique utilizes the benefits of 
the two techniques and incurs smaller error (less than 5%) 
of prediction for any number of users. Extrapolation using 
mixed mode requires the estimate of the maximum 

)]exp(1/[max bNaXX 



SUBHASRI DUTTAGUPTA et al: PERFORMANCE EXTRAPOLATION USING LOAD TESTING RESULTS 

DOI 10.5013/IJSSST.a.13.02.08                                                                                  ISSN: 1473-804x online, 1473-8031 print 70

throughput based on the server resource utilization which 
is discussed in the following section. 

VI. MAXIMUM THROUGHPUT COMPUTATION 

Accuracy of Mixed mode extrapolation scheme 
depends on correctly estimating the maximum throughput 
of an application running on a specific hardware platform. 
In this section, only an approximate bound on the 
maximum throughput is obtained. The underlying 
principle is based on queuing theory and is derived from 
service demands of all the available resources.  In the 
absence of any software bottlenecks, we identify main four 
hardware resources such as CPU, disk, network and 
memory. The throughput of an enterprise application is 
limited by the bottleneck in each unit, each sub-system 
where sub-system refers to a physical machine on which 
multiple servers may reside. As the load of system is 
increased, it is assumed that any of the hardware resources 
such as CPU, Disk, Network and memory can become the 
bottleneck. Among these resources, bottleneck on memory 
is treated differently due to the following reasons: 

 In case of memory, the resource consumption is 
not expressed in terms of time the application 
spends at the resource.    

 In case of non-memory hardware resources %Idle 
indicates the total amount of the resources 
available for consumption whereas in case of 
memory, due to caching and paging, free memory 
does not often indicate the total amount of 
memory available for future consumption. In fact, 
an application is able to handle more users even 
when the free memory is relatively low. Thus, it 
may not always be possible to predict memory 
bottleneck just based on the amount of free 
memory. 

A. Non-Memory Bottlenecks 

The utilization law [9] from Queuing theory expresses 
the utilization of a resource in terms of throughput and 
average service requirement at the resource. If the average 
utilization of a specific resource r during the observation 
period is Ur and the average throughput of the application 
obtained in the load test is X(N) units/sec for N users, then 
resource demand of that resource is given below: 

 
(2) 

 
For example, if average utilization of disk is 67% and 

the average system throughput is 400 pages/sec, then the 
service demand of disk is:  Dr = 0.67/400 = 1.68 ms. Thus, 
for demand calculation, the utilization is expressed in 
fraction. The throughput information is obtained in the 
desired units from the load testing report.  

During load testing a sample application script is run 
for certain duration and resource utilization of all the 
resources of each server is captured using atop or sar 
utility on Linux and using perfmon on Windows every 10 
seconds. In the beginning of load testing, the virtual 
number of users is slowly increased until it reaches the 

desired number of users. This duration is referred to as 
ramp up period. Further, the number of users is reduced 
gradually before the end of the test until it drops to zero − 
this duration is referred to as ramp down period. For 
resource utilization, it is essential to exclude these two 
periods and include only the duration over which the 
number of users remains approximately constant. The 
average resource utilization is computed over the total 
duration of observation. 

As long as all the resources belonging to different 
servers have unused capacity, higher load can be 
accommodated. Whenever one of the resources becomes 
saturated (utilization is equal to 100%), the entire system 
is saturated. With higher load, utilization of the resource 
with the maximum service demand reaches 100% 
utilization earlier. However, resource has to satisfy the 
following Utilization Law where X(N) denotes the 
throughput as a function of load N. 

Ur=X(N)  Dr  ≤1 

         

MaxD
NX

1
)(           (3) 

The resource with maximum demand DMax among all 
the resources across all the servers decides the maximum 
throughput. Throughput of JPetStore, one of the sample 
applications is observed on a mid-range server. For this 
application, demand of disk on the application server is 
1.68 msec and it is the resource with the maximum service 
demand. Based on (3), the maximum throughput is 
estimated as 595 pages/sec. Through the actual load testing 
result of JPetstore, the maximum throughput achieved is 
574 pages/sec for N=3500 as can be verified from Fig. 4.  

B. Memory Bottlenecks 

This section describes how to estimate the maximum 
throughput if memory becomes the bottleneck before other 
resources such as CPU, Disk and Network become the 
bottleneck. In case of memory resource, a parameter 
similar to the service demand is required that can represent 
the memory consumption per single user. It is observed 
that as we increase the number of users, the resident set 
size (RSS) of application server process increases until 
memory becomes the bottleneck. Hence, this experiment 
makes use of the resident memory size of a tomcat 
application server to predict the number of users for which 
memory bottleneck is likely to occur. 

 Fig. 5 shows a plot for resident size and the number of 
users for eQuiz application running on apache tomcat on a 
small-range server. We build linear regression model using 
RSS values for users 100-1000.  The model is used to 
predict RSS value of the application server in case of 
1000−4000 users. The same regression model is tested on 
other machines as well and found to provide accurate RSS 
values. This is based on the assumption that the same 
application server is used in all the scenarios. In Fig. 5, the 
solid line is for linear regression model based on RSS 
values for 100−1000 users. The regression model is 
estimated as follows: 

)(NX

U
D r

r 
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    RSS(N)= 0.33 x N  + 476

where N refers to the number of concurrent users. 
However, if we use only RSS values for 100−400 users, 
thus using results of smaller number of users, the model 
obtained is as follows:  

RSS(N) = 0.45 x N + 433 
The former model predicts RSS more accurately for 

higher number of users. This implies that the model of 
RSS growth of application server depends on the number 
of users used initially. RSS values for higher number of 
users (N=1000) are preferred to correctly assess the 
memory growth pattern. Note that the linear regression is 
used to predict for how many users, appserver RSS value 
would be close to the total RAM size available on the 
machine.  In this case the predicted memory consumption 
is 2081 MB for 5000 users. Thus, on a machine with 2GB 

RAM, memory bottleneck is expected to occur at 5000 
users.   

The above experiment is repeated with a database 
server running on a machine with 2GB RAM. Every 
database has its own strategy to internally manage memory 
allocated to the DB process.  Hence, the memory growth 
pattern would differ. We use MySql database in our test 
environment. In this case also, the relationship between 
RSS size and smaller load is used to obtain the maximum 
number of users that can be supported before the 
application encounters memory bottleneck. Having known 
the number of users for which the database encounters 
memory bottleneck, the maximum throughput of the 
application is estimated using the Mixed mode 
extrapolation curve.  

Thus, a two step algorithm as shown below is used to 
compute X(N) in case of a memory bottleneck: 

 Estimate the number of users (Nmem) for which an 
application meets memory bottleneck using 
regression relationship between resident memory 
size of a specific server and the number of users. 

 Obtain the throughput from the Mixed mode curve 
for NMem users. This is the maximum throughput 
that the application is expected to achieve. Note, 
the mixed mode uses Xmax based on other 
hardware resources. 

For example, using similar experiment as in Fig. 4, it 
is observed that eQuiz application has a maximum 
throughput of 552 pages/sec based on disk utilization on 
the database server but for N=2000, the database server 
starts encountering memory bottleneck. Hence, we 
actually obtain throughput of  404.8 pages/sec due to the 
memory bottleneck. 

In practice, the maximum throughput of an application 
is less than the estimated Xmax. This is because if any of 
the resources is more than 90% busy, the response time of 
that resource increases leading to over-all increase in 
response time. Beyond this, higher N results in only little 
or no increase in throughput. Hence, a correction factor of 
0.9 requires to be applied to the estimated Xmax before 
using it in mixed mode extrapolation technique. 

C. Sensitivity Analysis of Mixed Mode Technique  

Sensitivity of the extrapolation technique with the 
estimated maximum throughput Xmax is analyzed and it is 
observed that even if Xmax  is not estimated accurately, 
extrapolation using mixed mode is able to predict 
throughput with more than 90% accuracy in most 
scenarios.   

Fig. 6 shows the throughput using mixed mode 
extrapolation for various values of Xmax. The telecom 
application mentioned earlier has the actual maximum 
throughput as 752 pages/sec and the proposed 
extrapolation technique is used for three values of  Xmax 
—785, 860, 955 pages/sec which are having 5%, 15% and 
25% error as compared to the actual Xmax. For  Xmax  = 
860, throughput for N =6000 is 806, thus error is about 
7%.  

The above experiment shows that the accuracy of 
proposed Mixed mode technique is not affected due to 

Figure 5. Application Server Memory Usage 

Figure 6: Sensitivity of Mixed Mode with Xmax 
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inaccurate estimation of Xmax provided the inaccuracy is 
less than 20-25%. 
 

VII. EXTRAPOLATION OF MIXTURE OF TRANSACTIONS 

The techniques discussed in the previous sections are 
suitable for estimating application performance when all 
users access similar type of transactions. The proposed 
mixed mode technique does not take into account 
characteristics of distinct production server workloads. In 
case of critical enterprise applications, every production 
server workload could have distinct performance 
characteristics in storage access, processing power, and 
memory requirements that affect the scalability of the 
application. 

In such a situation, rather than demand of the 
individual workload, the aggregate demand of the multiple 
classes of workloads running together decides the 
bottlenecks to the server.  In this section we consider 
performance extrapolation of application comprising of 
transactions having different characteristics. For such an 
application, service demand of the application is obtained 
by taking weighted average of service demands of 
individual application. 

If service demands of three resources of application 1 
and 2 are known, then service demand of these resources 
for multiple applications is obtained as follows: 

Dcpu = w1 x DCPU1 + w2 x DCPU2  (4) 
 where wi reflects the fraction of workload belonging 

to ith application and DCPU1, DCPU2, are service demands of 
CPU for these two applications. Since wi gives the fraction 
of workload, they add up-to 1.  

Similarly, service demand for disk and network can be 
obtained by taking weighted average of DDisk1, DDisk2 and 
DNet1,  DNet2. Similar to individual applications, it is the 
service demand of workload mixture that decides the 
maximum throughput and the maximum number of users 
that can be supported. Moreover, this specific service 
demand computation equation is valid only if the 
transactions have same think time. Currently, we are 
making this assumption for simplification. 

First, we verify through actual testing this method of 
computing service demand for multiple applications 
mixture. Secondly, the maximum throughput value Xmax is 
computed from the maximum service demand and is used 
in the proposed Mixed mode extrapolation technique. 

TABLE II.  SERVICE DEMANDS (IN MILLISECONDS)  

Applicat
ion 

Mid-range server Small-range server 

 Disk 
 

Networ
k  

 

CPU 
 

Disk 
 

CPU 
 

Networ
k  

 
Telecom 0.1 0.66 0.79 0.1  0.9 0.64 
PetStore 2.56 0.31 0.58 0.6 1.4 0.35 
Mixture  1.3 0.54 0.67 0.3  1.1 0.53 

In Table II, the service demands of two applications – 
telecom and JPetStore application on a SUN mid-range 
server are shown for three resources. In the multi-class 
scenario, 50% of the workload belongs to telecom whereas 

50% workload belongs to JPetStore. Telecom reporting 
application has high service demand for network and CPU 
and very low service demand for disk. On the other hand, 
PetStore is an I/O bound job and has disk service demand 
of 2.56ms. Disk service demand for the mixture workload 
can be obtained using (4) as follows: 

 
DDisk  = 0.5 x 2.56 + 0.5 x 0.1 = 1.33 ms 
 
From the table we verify that the workload mixture of 

workloads indeed has disk service demand as 1.3 ms. 
When the mixture changes, this is going to be different as 
the weights applied to individual service demand changes. 
Next, the maximum throughput is obtained from the disk 
service demand as Xmax  = 1/ DDisk = 744 pages/sec. This 
value is used in the extrapolation of throughput for mixture 
of workloads where both the applications have equal 
percentage. 

 
In Fig. 7 the extrapolated throughput and response time 

using mixed mode technique and actual load testing results 
are shown. It can be verified that even for mixture of 
applications, the mixed mode extrapolation technique is 
able to provide more than 90% accuracy.  In Fig. 7, the 
maximum throughput is obtained for 4500 users beyond 
which the throughput is expected to degrade.  

Though the method of computing service demand is 
known from Queuing theory, it was not used earlier to 
predict throughput and the maximum users supported for 
mixture of transactions. 

A. Applications with Common Bottleneck Resource 

In this section, we consider a scenario where two 
applications for example iBatis JPetStore and telecom 
reporting application run on a small-range server. The 
mixture of system workload is changed in order to find 
out the effect on the overall throughput.  In Fig. 8, we 
show the extrapolated throughput as the percentage of 
workload belonging to telecom application varies from 
20% to 80%. It can be seen that as the percentage of 
telecom application is increased, the maximum 
throughput of the combined workload is higher and 
overall extrapolated throughput is also higher. 
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Figure 7: Extrapolation of Throughput and Response time 
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Fo
r both of these applications, CPU is the resource with 
maximum service demand. However, for the telecom 
application, the resource demand of CPU is lower.  
For a mixture of workloads, the maximum throughput 
depends on the service demand of mixture workloads and 
throughput is higher as the percentage of application with 
lower resource demand is increased.  The percentage of 
the workload belonging to the telecom application varies 
between 20%, 50% and 80%. The maximum throughputs 
for three scenarios are 771, 865 or 1003 respectively. 
Thus, for 4000 users load and 20% telecom application 
load, the total throughput is 682 pages/sec and it is 737 
pages/sec when the percentage increases to 80%. 

As we know the service demand of individual 
applications, it is possible to extrapolate throughput for 
any other mixture of workloads. Thus, mixed mode 
extrapolation is capable of predicting the performance of 
a system even based on its future usage pattern. 

B. Applications with Different Bottlenecks 

This section deals with a situation where the mixture 
of workload is such that different applications have 
different bottleneck resources. A mixture of JPetStore and 
telecom reporting applications run simultaneously on a 
mid-range AMD server. In case of JPetStore application, 
I/O becomes the bottleneck and the service demand of 
disk is highest, whereas for telecom application, the 
network becomes the bottleneck.  In addition, disk service 
demand is 1.6 ms for JPetStore whereas the network 
service demand is 0.7 ms for telecom application. Thus 
for a mixture of these two applications, the throughput is 
lowest when the percentage of telecom application is just 
10% and throughput increases significantly as more 
workload belongs to telecom application.  In Fig. 9, the 
extrapolated throughput is shown for three scenarios. For 
50% of the load belonging to telecom application, the 
throughput is 826 pages/sec for N= 4000 users ― 19% 
higher as compared to the throughput (672 pages/sec) 
where 10% load belongs to telecom application. 

 

Wor
kload belonging to telecom applications contends for the 
network usage whereas workload belonging to JPetstore 
contends for I/O. As the applications have different 
bottlenecks, it helps in achieving higher throughput, when 
the workload consists of equal percentage from both the 
applications. For N= 3000 users, JPetStore gives a 
throughput of 504 pages/sec and telecom application 
provides throughput of 623 pages/sec whereas mixture 
workload of equal percentage provides throughput of 
1147 pages/sec for 6000 users and  the mixture can 
support more users. 

This result can be useful in obtaining better 
performance even in a virtualized environment where 
multiple applications run on a common shared server. 

C. Applications with Bottleneck Resources being on 
Different Servers 

The third scenario we consider is when the 
applications have the resources causing bottleneck on 
different servers. This occurs when the workload is a 
mixture of telecom reporting application and an e-

 
Figure 9. Extrapolation of Mixture of Transactions with 

bottleneck resources are different 

 
Figure 8. Extrapolation of throughput of transactions with 

common bottleneck resource 

Figure  10. Extrapolated Throughput with bottleneck
resources on different servers 
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Quizzing application. For the telecom application, 
network is the bottleneck on the application server and in 
case of the e-Quiz application, CPU is the bottleneck on 
the database server. Thus, workloads of different 
applications do not contend for the same resource and 
throughput of one application is mostly not affected by 
the other application. 

Fig. 10 shows the extrapolated throughput for three 
different mixtures of two applications as they run on a 
high-range server.  In e-Quiz application users views the 
questions, take a test and then submit their results. This 
application requires a think time (Z = 20 sec) more than 
that of the telecom reporting application (Z = 4 sec). 
Thus, in load testing, the maximum throughput for e-Quiz 
is much lower. When this application constitutes 80% of 
the workload, the throughput for 5000 users is 506 
pages/sec and as we increase percentage of workload 
belonging to telecom application, higher throughput of   
1030 pages/sec is obtained. 

Thus, bottleneck resource in a mixture of applications 
depends on the percentage of workload mixture and the 
extrapolated throughput would be different. The results of 
the experiments in this section would be similar if instead 
of multiple applications, a single application with multiple 
transactions with different resource demand 
characteristics is used.  

VIII. CONCLUSIONS 

Load testing of IT projects faces many challenges – 
high cost of commercial load testing tools, accuracy of 
load testing results, difficulty of mirroring a production-
like test environment etc.  These projects can reduce the 
cost of load testing and reduce the effort involved to make 
the product ready for launch provided there is a tool for 
extrapolating the load testing results from a small number 
of users to various deployment scenarios.  

In this paper, we propose a strategy for extrapolation of 
load testing results from small number of users to large 
number of users – using statistical S-curve and using linear 
regression and articulate their merits and demerits. 
Utilizing merits of these two methods, we propose a 
combined technique Mixed mode regression that is able to 
predict the throughput with high accuracy.  This technique 
is useful for predicting throughput until any of the 
hardware resources is saturated and under the assumption 
that none of the software bottlenecks is affecting the 
system throughput.  

The paper outlines steps to compute an approximate 
upper bound on throughput based on either non-memory 
resource or memory bottleneck resource. The value of the 
maximum throughput is further required as an input to the 
Mixed mode technique. 

Mixed mode technique is also utilized to predict 
throughput for application with multiple transactions. We 
show how different workload mixtures have different 
throughput based on their bottleneck resources.  

Incorporating the tool with the capacity planning 
model could expedite the process of making an application 
ready for deployment as identified in [2]. It would also 
help in sizing exercise to decide the infrastructure required 
to meet certain SLAs. We plan to further extend the 
capability of the proposed extrapolation strategy for any 
hardware configuration changes such that it is possible to 
extrapolate application performance from test environment 
to production environment. 
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