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Abstract — Various automatic summarization techniques exists, but none answers what a good summary should be objectively. In 
this paper we try to learn a ranking function for summaries by borrowing learning-to-rank techniques from the IR&ML 
Community. The learned ranking function can be helpful in various algorithms searching for good summaries. We design a set of 
uniform ranking features that are expected to capture different aspects of the relation between a summary and its source texts, and 
constructed a representative training data set using the orders given by ROUGE measures. The evaluation results show the 
effectiveness of this approach. 
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I. INTRODUCTION  

Automatic summarization is a procedure of transforming 
one or more texts to a single summary text while reserving 
the important information in the sources. It has branched out 
in several dimensions by now, such as generic vs. query-
biased, extractive vs. abstractive. In this paper we focus on 
the generic extractive multi-document summarization and 
we believe the ideas of our approach can be applied to other 
types of summarization as well. 

Although investigated for half a century, automatic 
summarization still seems a very tough problem. We think 
this toughness comes partly from the difficult sub-problem 
of understanding the source texts, and partly from the 
vagueness in our mind of what a summary should be. 
By now, various methods have been proposed by taking 
different points of view of this problem, and using different 
heuristic measures. Examples of such measures include 
frequency-based ones as in (A. Nenkova and L. 
Vanderwende, 2005), cluster-based ones as in (C Y Lin and 
E Hovy, 2000), or graph-based ones as in (Antiqueira et al. , 
2009) and (Wan and Yang, 2008). One of the problems of 
these measures is the high subjectivity associated with them. 
Each of them may capture only one facet of the relation 
between a summary and its corresponding source texts. 
Another problem is that mostly these measures are defined 
at sentence level, i.e., they try to recognize the good 
sentences, in order to make a straightforward application in 
the extraction procedure. Many of these measures are based 
on a common assumption, which says that a summary is just 
a set of the best sentences. However, this assumption is far 
from true especially in multi-document summarization 
where redundancy problem is more severer. Aimed at the 
second problem, various redundancy reduction methods are 
introduced. Although some of these methods may work well 
in practice, they don’t contribute in making the problem 
clear, because the extra concept redundancy itself, just like 
the concept summary, suffers from vagueness. 

With the development of machine learning techniques, 
researchers try to cast summarization into a supervised 
learning problem which can combine many different 
evidences. Such efforts can be seen as made to reduce the 
subjectivity contained in adopted measures. From different 
points of view, automatic summarization was cast into 
different learning frameworks. Kupiec et al. (1995) 
formulated extractive summarization as a statistical binary 
classification problem. In their research, given a training set 
of documents with manually selected summary sentences, a 
classification function is trained to estimate the probability 
that a given sentence is included in a summary. New 
summaries can then be generated by ranking sentences 
according to this probability and selecting a user-specified 
number of the top scoring ones. Wang et al. (2007) cast the 
query-biased web page summarization problem into a 
ranking problem, and set the goal of training as ranking 
summary sentences higher than non-summary ones for each 
training document. While for a new document, all of its 
sentences are ranked and top ranked ones are selected to 
make up the summary. This method may be more suitable 
than the first one in the sense that it directly models the 
fitness of a sentence as a summary sentence.  

Note that both of the above two machine learning 
framework for summarization work on sentence level. They 
try to tell objectively how representative a sentence is, but 
neither of them can tell how nice a summary is, nor can they 
tell which is nicer given two summaries. 

Telling how nice a summary is can be seen scores for a 
certain number of summaries; we can train a model to 
predicate the score of an unseen summary by collecting 
features from it and its corresponding sources. However, 
this approach suffers from the dependence on objective 
training scores which are very difficult to obtain in our 
opinion. First, summaries of different sources may be 
incomparable due to the different types or styles of writing. 
Even summaries of the same source texts may be 
incomparable either due to the difference in length. Second, 
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scores given by different people may be incomparable. 
Some people may give relatively low scores for all 
summaries compared to others. Obtaining a commonly 
approved score may demand a lot of human labors. 

However, we argue that telling which is better given two 
summaries is more feasible. The given summaries are 
always of the same sources and of approximately the same 
length, because otherwise it makes no sense. Telling which 
is better is a ranking problem, and what we have to learn is 
only a ranking or preference function. We don’t have to be 
bothered by questions like how nice or how nicer a 
summary is. We just care about the order, and the orders 
given by a ranking function can be used to search for good 
summaries. The presupposition of this approach is only that 
the preferences indicated by the human-given scores are 
more reliable than the scores themselves. 

Learning a ranking function corresponds to the Learning 
to Rank or Machine-learned Ranking problem in the ML 
community and an efficient way to combine preferences 
based on the boosting approach. We’ll make a short review 
on this subject in section 2. 

As said above, the learned ranking function can help in 
searching for good summaries. However, please note that a 
learned ranking function doesn’t help to it. The contribution 
of the ranking function is that it makes the target clear, and 
makes the best summary searchable. If we hold a weak 
heuristic measure and search for the best summary, we may 
encounter the best one but discard it. However, using a 
strong ranking function such blindness can be avoided, as it 
can help to identify the truly best ones we’ve met during the 
search. We will show in Section 5 that a good ranking 
function helps to improve the performance when used in a 
genetic algorithm designed for. 

II. LEARNING TO RANK 

Learning to rank is a relatively new research area which 
has emerged in the past decade. It is a type of supervised or 
semi-supervised machine learning problem in which the 
goal is to automatically construct a ranking model from 
training data. The training data is made up of lists of 
instances with some kind of partial order specified between 
instances in each list. The partial order relation can be 
induced by giving numerical or ordinal scores, pairwise 
preferences, or binary judgements for instances. It can 
contain noise. Given a new instance list, the learned model 
is expected to give a permutation of them in a similar way 
as implied by the training data. 

RankBoost is an efficient learning-to-rank algorithm 
based on the boosting approach to machine learning. It 
targets at combining several weak ranking functions into a 
final strong ranking function which behaves more like the 
teacher than any of the weak ones. In the context of 
RankBoost, the term ranking feature is used to denote a 
given weak ranking function or equivalently a scoring 
function. Training data are formulated as a feedback 
function that answers which one is preferred given two 

instances, and to what a degree. It is not necessary that 
every pair of instances in the instance space is comparable. 
The feedback function is permitted to say ‘I don’t know’. 
We can also encode a weight associate with each pair in the 
feedback function in order to make an emphasize on 
important ones. The construction of the final ranking 
function is conducted by minimizing the (weighted) number 
of pairs of instances disordered. Due to the relaxed 
constraints in the general framework of RankBoost, we use 
it as the learning algorithm. 

III. PROBLEM FORMALIZATION 

In extractive multi-document summarization, as input we 
are given a document collection or corpus C. Each 
document contains a set of sentences. For simplicity, we 
represent the document collection simply as the set of all 
sentences from all documents in it, i.e., C = {S1, · · ·, SN}. 
Given the corpus, we are asked to make a summary Ω by 
extracting a subset of sentences with a maximum length 
limit constraint. Sentences are treated as text units in this 
work, and any text X in the following discussion, including 
the summary Ω, is a set of sentences contained in C. 

We now describe the general ideas of how to learn a 
ranking function in the general frame work of RankBoost. 
Firstly, we define an instance to be a triple Ω, C, B , where 
Ω is a summary of corpus C with length limit B. Here we 
assume that summaries of different sources, or of different 
length limits are not comparable, i.e. the teacher will 
answer ’I don’t know’ or ’It doesn’t matter’ in these cases. 
To make notations simple, we use Ω, C  instead in the 
following discussion. Second, various existing heuristic 
measures can be used to construct ranking features. It is 
desirable that these measures represent different and many 
aspects of the relation between the summary and its 
corresponding source texts. Thirdly, automatic evaluation 
methods of summaries against human-constructed 
references exist. Some of them correlate quite well with 
human evaluations. These methods can be adopted to make 
a feedback function. We will cover the details in the 
following sections. 

IV. RANKING FEATURES 

Ranking features should be heterogeneous in the 
information that they capture, i.e., they should measure 
different aspects of the relation between a summary and the 
source texts. It’s also expected that they can make a 
complete coverage of the relation, which may be an 
extravagant expectation. In this section, we present a series 
of ranking features making use of local co-occurrence 
information of terms, and they can be considered as 
covering all the aspects of the relation in some sense. 

Given a text X, we define a series of matrices to represent 
the different aspects of it. First, we define a transferring 
matrix ΛX: 
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Based on ΛX, we further define a sequence of 
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where Xf r equency denotes the frequency of term   

appearing in X. 
We can give an intuitive interpretation to each matrix in 

this sequence. 1
XA  captures the weight of each single term in 

X, and may be considered telling what concepts are talking 

about. 2
XA  captures the weight of each pair adjacent terms, 

and expresses the closest relations between concepts in X. 

For a moderate i, e.g. 3 ≤ i ≤ 10, i
XA  can be expected to 

capture weights of some kind of relaxed relations. As i 
becomes large, the sequence converges, with each column as 
a multiple of the frequency vector of terms. M can be set to 
the position where matrices become too similar, in order to 
make a complete representation of the text X. Note that these 
features are of the same form, which may be a preferred 
property in implementation. 

Given a summary Ω and its corresponding corpus C, the 
nth ranking feature will give the pair Ω, C  a score 
computed by Equation 1 and a ranking score of −j if it is 
indicated by the score the j-th best one in the 
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We treat each matrix as a folded vector here. Note that the 
above formula is exactly the L2 norm of the projection of 

An
  in n

CA ’s direction. 

As i gets larger, i
XA  may seems too weak to be a measure 

itself. We can combine matrices in a slice of this sequence, 
e.g., we can use an alternative sequence of matrices 

{ }l
X l LF  defined as 

l i
X X
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instead of 1{ }i M
X iA  . We adopt this scheme in our 

experiment with L = { <1>, <2, 3>, <4, 5,6>,<7, 8, 9, 10>, 
<11, 12, 13, 14, 15> }, and we denotes the corresponding 
ranking features by { f1,f2, f3, f4, f5 }. 

V. EXPERIMENTS 

 
We used DUC2002 data set and ROUGE (C Y Lin, 2004) 

evaluation packages in our experiments. 
DUC2002 data set is made up of 59 collections of 
documents. Each collection contains more or less 10 
provided with four reference summaries: two at length 200 
and two at length 400. 

ROUGE is a set of metrics and a software package used 
for evaluating automatic summarization algorithms. The 
metrics compare an automatically produced summary 
against a reference or a set of references. Various forms of 
the metric are based on n-grams (ROUGEN); longest 
common substrings (ROUGE-L and ROUGE-W); and skip 
bigrams and plus unigrams (ROUGE-S and ROUGE-SU). 
ROUGE-1 is one of the metrics which make use of unigram 
co-occurrences between summary pairs, and (CY Lin, E 
Hovy, 2003) said automatic evaluations using it correlate 
surprisingly well with human evaluations. We used 
ROUGE-1 in our experiments both as a feedback teacher in 
training the ranking functions and as an evaluation measure 
of the performances in application of them. In the ROUGE 
settings Porter Stemmer was used to stem the words to their 
root form, and stop words were removed. 

 

A. Data Set Construction  

 
We implemented a greedy algorithm using the framework 

proposed by (McDonald, 2007) for each of the ranking 
features mentioned in Section 4. For each corpus, we 
generate a summary from each of these greedy algorithms. 
Then we put these summaries and two human-constructed 
references together, and generate two random summaries by 
sampling sentences from them. To make the training set 
representative, we also constructed a random summary by 
drawing sentences directly from the whole corpus. Finally, 
we have ten summaries for each corpus: two human 
constructed {ΩH1, ΩH2}, five generated by greedy algorithms 
{ΩF1, ΩF2, ΩF3, ΩF4, ΩF5}, two generated randomly from the 
previous seven {ΩS1, ΩS2}, and one generated randomly from 
the original corpus {ΩC1}.  

As mentioned above, we used the ROUGE-1 measure as 
the teacher1 in the learning process. We compute a ROUGE-
1 score for each summary generated. For each corpus C, we 
construct a separate feedback function ΦC. 

0 1

1 0

( , , , , )

              ( , ) ( , )
C C C

R C R C

       

      
 

where ( )R x  is the ROUGE-1 score for instance x. All 
other entries of ΦC are set to zero. The final feedback 
function Φ is simply a summation of these separate ones. 

CC
   The initial weight distribution of the pairs is 

obtained in the same way Freund et al.(2003) used: 

0 1 0 1( , ) max{0, ( , ) }D x x c x x    
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where c is a chosen constant to make D a proper 
distribution. Note that pairs in which elements are 
incomparable, or compared as equal, or misworded are all 
remove equally, leaving only the correctly ordered pairs in 
effect. Due to the preciousness of human-constructed 
references, we adopted a ten-fold cross validation scheme in 
evaluations of both the performance in ranking new 
summaries and that in generating new summaries. 
 

B. Evaluation of the performance to rank 

 
We conducted experiments with B at 200 and B at 400. 

In each round of ten-fold cross validation, we use 90% of the 
data as training set to learn a ranking function. Then the 
learned ranking function was used to predicate the ranking of 
instances in the remaining 10% data. Table 1 shows the 
valuation results of the ranking functions along with those 
primitive ranking features. The adopted measure of 
performance is the sum of the weights of correctly ordered 
pairs: 

0 1

0 1 0 1
,

( ) ( , ) ( ) ( )
x x

per f h D x x h x h x   

where h is the ranking function, and   is defined to be 1 if 

predicate   holds and 0 otherwise. 
Table 1 shows that the learned ranking function correlate 
with the orders given by ROUGE-1 much better that any 
individual primitive ranking feature especially when the 
length limit is tight. Another interesting observation is that 
the performance of a primitive feature decline with its 

superscript, making the 1
XA  most effective feature. 

 
 f1 f2 f3 f4 f5 H
200 0.5916 0.5582 0.5422 0.5403 0.5272 0.7089
400 0.5990 0.5753 0.5713 0.5738 0.5649 0.6545
Table 1: Performance on ranking new lists of summaries. Each column 
corresponds to a type of ranking functions. f1, f2, f3, f4, f5 are the primitive ranking 
features used in our experiments. H is the ranking functions learned. The first row 
is their performance on instances at length 200, and the second row 400.	

 
 f1 f2 f3 f4 f5 H
200 0.3521 0.3089 0.3281 0.3229 0.3233 0.3563
400 0.4216 0.3891 0.3859 0.3968 0.4190 0.4468
Table 2: Performance on generating new summaries. Each column corresponds to 
a type of  ranking functions. f1, f2, f3, f4, f5 are the primitive ranking features 
used in our experiments. H is the ranking functions learned. The first row is their 
ROUGE-1 scores on generating summaries at length 200, and the second row 400. 

	

C. Evaluation of the performance to summarize 

 
To evaluate the capability of learned preference 

functions, we designed a searching algorithm based on 
genetic programming. For each corpus, we explore 1500 
summaries and return the best one indicated by the adopted 
measure. Instead of a fixed fitness for each individual, we 
use a relative fitness related to its rank in the current 
population. The fitness of individual x at time t is defined as: 

( ) ( ) 1t t tf i t ness x N r x    
where Nt is the size of the population at time t, and rt(x) is 
x’s rank position at time t. Table 2 gives the ROUGE scores 
for each ranking function. Although the learned function 
made significant improvement in ranking, that significance 
suffers when it is used in generating new summaries. A 
possible explanation is the shortage of training data. This 
shortage may leads to a very rough ranking function which 
can’t capture the wispy difference between good summaries. 
Although very small, this improvement does tell us that this 
approach is an effective way to improve performance. 
 

VI. CONCLUSIONS & FUTURE RESEARCH 

 
Different from traditional summarization techniques 

which usually adopt kinds of heuristic measures to select 
high quality sentences, we try to search for the best 
summaries directly. In this paper we learned a ranking 
function for summaries by combining a set of heterogeneous 
ranking features through RankBoost technique. The learned 
ranking function can give an order for a list of summaries of 
the same source texts, and can be used in various searching 
algorithms. An application in a genetic algorithm proved the 
effectiveness of this approach. We argue that the 
performance of this approach can be improved due to various 
reasons. Firstly, training data is lacking. Only tens of corpus 
is far from enough. Secondly, although correlated well with 
human judgement, ROUGE-1 is far from a perfect 
alternative of human experts. Thirdly, various powerful 
ranking features can be combined into this framework and 
get their position. Our research will expand based on these 
problems. 
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